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Introduction  

Conventional poverty analyses based on cross-sectional data are unable to provide insight 

into the dynamics of poverty. For example, we do not know if those in poverty in a given year 

have already been in poverty for a longer time, or whether they were previously better off. 

This difference between chronic and transitory poverty is relevant in terms of the policy 

responses required to tackle poverty. Moreover, it is of interest to identify those households 

who have an elevated risk of falling into poverty – a state that we may label ‘vulnerability’. 

Normally, we can only investigate such changes over time with longitudinal or panel data. 

However, in many cases, these are not available. In addition, panel data may suffer from 

respondent attrition and small sample sizes. These may limit representativity and the scope 

for subgroup analysis. Nevertheless, there are methodological advances that, in the absence 

of panel data, can help researchers to gain insight into poverty and vulnerability dynamics. 

One way to do so, based on repeated cross-sections, is the synthetic panel method, which 

estimates the probabilities of poverty transitions at the population and subgroup level (Dang 

et al., 2014). As will be described in more detail later, the method relies on time-invariant 

household characteristics to predict consumption or income for the round of the cross-

section in which a household was not interviewed. The basic estimation result is a 2 x 2 

transition matrix containing information about the probability of the four possible 

transitions: poor to poor, poor to non-poor, non-poor to poor, and non-poor to non-poor. 

These are joint (also called unconditional) probabilities that provide an answer to questions 

on issues such as the likelihood that a household is poor in the first round, but non-poor in 

the second. Together, the four probabilities sum up to 1. At the same time, these joint 

probabilities can be interpreted as population shares: for example, the percentage of the 

overall population that escaped poverty over the selected interval. Conditional probabilities 

can subsequently be derived from the joint probabilities. These indicate the likelihood of an 

outcome conditional on being poor or non-poor in round 1. For instance, they tell us what the 

probability is that a household becomes non-poor, given that they were poor initially – i.e. the 

conditional probability of escaping poverty. Furthermore, the method allows researchers to 

identify what characteristics are more frequently associated with these transitions (e.g. 

among which groups or in what locations chronic poverty is more common).  

This manual guides users who want to apply the synthetic panel method to obtain 

information on poverty mobility, such as estimates of chronic and transitory poverty, from 

cross-sectional data. It accompanies the two Stata do-files (synpan_tool and 

synpan_vuln_tool) that have been written to facilitate the estimation of such transition 

probabilities. To apply this method successfully, it is desirable that the user possesses 

some background knowledge of poverty analysis, statistics, and data manipulation. 

The manual continues as follows: Section 1 outlines how the synthetic panel works and 

when it can be used, as well as its limitations. It also discusses the two variants of the 

synthetic panel (bound and point estimates). Subsequently, Section 2 continues with a 
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description of the vulnerability analysis. Section 3 goes into more detail about the practical 

application of the method: it outlines some necessary preliminary checks and data 

requirements and provides some guidance on the specification of the income model. The 

manual continues with a description of the do-file inputs that the user needs to specify. It 

finishes by outlining the main outputs of the file and providing key references. 
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1 The synthetic panel brief  

The workhorse of the synthetic panel method is a model relating income or consumption 

expenditures to time-invariant household characteristics.1 By definition, such characteristics 

do not change from one survey round to the next and can thus be used to predict income in 

the round in which the household was not interviewed. At the same time, the coefficients of 

the model are estimated separately for each survey round in an Ordinary Least Squares 

(OLS) regression. The coefficients estimated for round 1 data can then be applied to the 

characteristics of households in round 2 to obtain a retroactively predicted round 1 income 

for round 2 households.2  

This is the first step in the synthetic panel procedure, which exploits the variation in the data 

that can be explained based on our income model. An important part of the variation in each 

round of data cannot be explained by the model. Nevertheless, these residuals need to be 

considered to produce relevant predicted incomes. Here we get to a crucial element of the 

method, for which we can take two different approaches, each with its own assumptions 

about the distribution of the error term of the income model. The first approach, which 

carries lighter assumptions, yields upper- and lower-bound estimates of the transition 

probabilities. By contrast, the second approach yields single point estimates for each 

transition but may require assumptions that are not universally accepted. For a full 

description of the method and underlying assumptions, refer to Dang et al. (2014) and Dang 

and Lanjouw (2019).3 Below, we will discuss the two approaches and corresponding 

estimation procedures in turn.  

1.1 Bound estimates 

One variant of the synthetic panel method estimates non-parametric bounds on transition 

probabilities – the bounds approach as described by Dang et al. (2014). The assumption 

made about the error terms in the income model is comparatively straightforward: we 

require that the errors in the different rounds are on average positively correlated. We then 

rely on two extreme cases of this correlation to estimate the upper and lower bounds. The 

upper-bound scenario reflects the case of maximum income mobility (both into and out of 

poverty), where there is no correlation between a household’s income between one round 

and the next. Meanwhile, the lower-bound estimates are based on a scenario of perfect 

 

1 The remainder of the manual will refer to income, but the method is equally applicable to consumption as a 
measure of welfare. 
2 Note that the prediction can also be made the other way around, i.e. predicting round 2 income for a round 1 
household. The outcomes will be equivalent. The do-files have been written to predict income back into time. 
3 An early encouraging validation study is Cruces et al. (2015). Herault and Jenkins (2019) apply the method to 
the high-income countries Australia and the United Kingdom but find that the estimation results for point 
estimates are sensitive to some of the analytical choices that have to be made.  
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correlation between the errors and hence minimum mobility; shocks between the survey 

rounds (up or down) are absent.4  

Concretely, we estimate an upper- and lower-bound income for each household. We start 

with the predicted round 1 incomes for each round 2 household, based on the income 

model. Then, the lower-bound income is estimated by adding the household’s residual in 

round 2 to its predicted round 1 income.5 Estimation of the upper-bound income requires 

more steps. Since there is no correlation between the errors under this scenario, we simply 

take the error from a randomly selected household in the round 1 data and add it to the 

predicted round 1 income of the round 2 household. Evaluating the estimated incomes 

against the poverty line yields the poverty status of the household and resulting transition 

probabilities. Given that the upper-bound estimation is a random process, we repeat the 

procedure multiple times and then average over all draws to obtain the upper-bound 

probabilities. Finally, we aggregate at the population or subgroup level to obtain a transition 

matrix. 

1.2 Point estimates 

A different variant of the synthetic panel yields a parametric point estimate (Dang and 

Lanjouw, 2019). We would like to note that the assumptions required for this method are 

stronger. It is assumed that the error terms of the two rounds in the income model follow a 

bivariate normal distribution with correlation coefficient rho. Point estimates require either 

that this correlation coefficient can be imported from an ancillary panel dataset or that the 

researcher is willing to assume that rho can be estimated from a cohort-level correlation of 

income, which proxies for the unobserved household-level correlation of incomes. For a 

given poverty line and predicted round 1 and round 2 incomes, we can derive the transition 

probabilities from the bivariate normal distribution with correlation coefficient rho.6  

One practical way of approximating rho is to derive it from a cohort-level correlation 

coefficient – however, as indicated above, this is not a universally accepted procedure. 

Cohorts can be constructed based on age, or a combination of age and variables like 

education or region, ensuring that the number of cohorts is large enough, but the number of 

observations per cohort is not too small. The resulting correlation between cohort incomes 

in round 1 and in round 2 is then used as input for estimating rho – the correlation between 

errors at the household level.7 

Household probabilities can then be aggregated at the population or subgroup level similarly 

to the bounds approach. 

 

4 Under maximum mobility, the correlation coefficient of the two errors, rho, is equal to 0. Under minimum 
mobility and perfect correlation, rho is equal to 1. 
5 The residual is scaled to take into account the difference in the standard deviation of the residuals between the 
two rounds. 
6 See equation 4 in Dang and Lanjouw (2019). 
7 See equation 5 and Lemma 1 in Dang and Lanjouw (2019). 
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1.3 Limitations 

Next to an assumption about the distribution of the error terms, the synthetic panel depends 

on the assumption that the underlying population from which the cross-sectional samples 

are drawn is stable. For example, if there has been a high level of migration into or out of the 

country, the overall population has changed.8 Resultantly, the round 1 and round 2 cross-

sectional samples will not have been drawn from the same populations. Excess mortality 

would have the same effect.  

Even if there are no major changes at the aggregate level, we should still ensure that the 

sample is drawn from the same group of households by defining an age range for the 

household heads to be included in the sample. This range should be set in such a way that 

both new household formation and household dissolution are kept at a minimum. This 

brings along the limitation that results are only valid for the population living in households 

with a head in this age range. 

A further limitation is that the bounds on the transition probabilities may be rather wide, 

notably when the income model has weak explanatory power (see Section 4). This may be 

the case if there are only few explanatory variables available in the cross-sections that are 

time-invariant. In that case, or if the available variables bear little relation to income, it may 

not be very fruitful to use the synthetic panel method. 

 

8 Note that this would also be problematic for the national representativeness of a panel survey.  
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2 Vulnerability 

The synthetic panel method can be extended to assess vulnerability (Dang and Lanjouw, 

2017).9 There is no fixed definition for the concept of vulnerability – vulnerable households 

are defined as those non-poor households who face an elevated probability of falling into 

poverty. This group may benefit from tailored policies to help them stay out of poverty. 

Arguably, poverty reduction is less durable when a large group of vulnerable households 

remains. The COVID-19 pandemic is a case in point. The method proposed here serves to 

estimate the proportion of vulnerable households in a society, as well as to identify their 

characteristics. 

The approach starts from a so-called vulnerability index: the maximum probability one is 

willing to accept for non-poor households to fall into poverty – say, a likelihood of 20%. This 

vulnerability index can be set by the researcher or policymakers at their own discretion. For 

example, any non-poor household who faces a probability of falling into poverty of 20% or 

more is classified as vulnerable. Non-poor households who face a probability of less than 

20% are called economically secure.10 A notable difference to other approaches to 

vulnerability is that this method does not start by specifying a vulnerability line in monetary 

terms. However, specifying a vulnerability index will also result in a vulnerability line that may 

be used for policy purposes. The problem is solved numerically: the do-file loops over 

different values for the vulnerability line until the desired reference value for the vulnerability 

index is reached. The user is asked to specify start, end, and step values for the loop.11 

Once the vulnerability line that corresponds to the selected vulnerability index is found, the 

method works in much the same way as the original synthetic panel following either the 

bounds or point estimates approach. However, the basic output is a 3 x 3 transition matrix 

for the categories ‘poor’, ‘vulnerable’, and ‘secure’. When using the bounds approach, 

probabilities are based on upper-bound estimates (based on maximum mobility) in the do-

file, since we would rather overestimate vulnerability than underestimate it. All assumptions 

discussed in Section 2 continue to apply. For further details about the method, please refer 

to Dang and Lanjouw (2017).  

 

9 The vulnerability analysis proposed by Dang and Lanjouw (2017) can also be executed based on actual panel 
data. 
10 This is our terminology – it is not set in stone. In some contexts, ‘middle class’ may be an appropriate label 
too.  
11 Note that the possible values for the vulnerability index are limited by the data at hand. The lower limit for the 
index is the population-level conditional probability of being poor in round 2 given that an household was out of 
poverty in round 1. The upper limit for the index is obtained when the vulnerability line is set very closely to the 
poverty line. Obviously, how high the poverty line is set also has an influence on the possible values for the 
vulnerability index. 
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3 Practical implementation of the synthetic 
panel 

3.1 Preliminary checks 

Below we describe several checks that we advise the user to carry out prior to applying the 

synthetic panel method. It is difficult to indicate precisely when assumptions are violated. 

However, the outcomes of these preliminary checks should be borne in mind when 

interpreting the results of the synthetic panel. 

• As mentioned above, one crucial assumption for this method to work is that the 

underlying population from which data are sampled is stable. One way to check the 

stability of the underlying population is to investigate the distribution of explanatory 

variables in the synthetic panel sample (e.g. the birth year of household heads).  

• A related argument centres on the age range applied to household heads: this 

determines which households will be in the synthetic panel sample. The lower age 

limit should be set such that most household formation will have already taken place; 

for example, that young couples will have moved to a home of their own if that is the 

typical practice. Note that this age range will be adjusted for later survey rounds 

depending on the time interval in between rounds. For instance, if the researcher 

decides on an age range of 25–55, and survey rounds are five years apart, then the 

age range of the synthetic panel sample will be 30–60 in round 2. In making this 

analytical decision, it is important to consider differences in, for example, norms and 

customs about families living together, life expectancy, and pension systems. 

• Note that it may be more difficult to justify the assumption of a stable underlying 

population as the time interval between the two survey rounds grows. For example, if 

there are 20 years between the two survey rounds, it is more likely that there will have 

been significant changes, especially in countries with higher mortality rates. 

• As with all survey data, it is important to verify that data are collected consistently. 

Importantly, the definition of income (or consumption expenditure) should be 

comparable over time. 

3.2 Data requirements 

The instructions below help the user to structure the dataset in such a way that the do-file 

should run smoothly.  

1. The do-file works based on unit-level household survey data, which can be aggregated at 

the population or subgroup level based on survey and population weights. These 

settings need to be specified in the do-file. 

2. Data are assumed to be in long format, i.e. one row per household. The data for different 

survey years or rounds are expected to be appended to each other, so they form one 

dataset. This requires that variables are uniformly named. The do-file asks to specify the 
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variable that indicates the different rounds – the values of this year variable can be years 

or round numbers and may also contain more than two different values. 

3. Since the method uses OLS, the dependent variable needs to be a continuous variable, 

most likely income or consumption. The independent variables should be time-invariant 

and predictors of income. 

3.3 Model specification  

An income model that can explain much of the variation in the data, i.e. having a relatively 

high R2, is the cornerstone of the method. Hence, it is advantageous if the data contain 

variables that are strong correlates of income or consumption. As a rule of thumb, it is 

desirable that the R2 of the regression is at least 0.3. However, as discussed above, the 

challenge is that the model can only rely on time-invariant explanatory variables. The 

researcher should be judicious in this regard. Some of the typical explanatory variables 

included are: 

• age of the household head. This could be in the form of age by itself, potentially 

together with age squared, but could also enter through birth year cohort dummies; 

• social characteristics of the head, such as religion or ethnicity; 

• education of the head, for example through dummies for maximum levels of 

education attained, or as years of schooling. Note that there is a relation to the age 

range selected: ideally, the bulk of the population should have completed schooling 

at the lower limit of the age range; 

• region of birth of the head, and other characteristics at birth; 

• ownership of assets, but only if this information is also available for earlier years: 

otherwise, we cannot know if a household also held certain assets in a previous 

round – which is what then makes this variable time-invariant. Other such backward-

looking questions may also be used; 

• urban or rural location of the household. This is a tricky variable since we may not 

know whether a household was located in the same area in the previous round. 

Nevertheless, since there is usually a strong correlation with income, it may be wise 

to include this variable. This means, however, that results are dependent upon the 

assumption that households have not moved, which is something to take into 

account in interpreting the results. Faced with much internal migration or 

urbanisation, it is better not to apply the synthetic panel over long intervals; 

• and gender of the household head. If death, marriage, and re-marriage are likely 

events for households with heads in the age range, it may be better not to include 

this variable. 

When estimating bound estimates, a model that explains more of the variation in the data 

will yield narrower bounds. Hence, it is recommended to take some time to find a model that 

does so. Note that when using categorical variables, the base value should be fixed by using 
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the fvset command, so that the regressions for different survey years are comparable. 

However, generating binary dummy variables to replace categorical variables may facilitate 

interpretation. 
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4 Do-file inputs 

The table below provides further details on the inputs required for the do-file to function. The 

file takes these inputs as local macros or scalars, which are then substituted into the actual 

code that estimates the synthetic panel. 

Inputs Remarks 

Dataset and output  

use "", clear    Specify file or path for data to be used, according to filename 

syntax. 

cd ""  Specify the directory where outputs should be saved. 

Method  

local method = ""  Choose either ‘bounds’ or ‘point’. 

Regression inputs  

local indvars = ""   

   

Define a varlist of explanatory variables that are time-invariant. 

local depvar = ""    Define the outcome variable. For the vulnerability analysis, the 

variable should be in logarithmic terms. 

Age range Note: stability can be assessed, for example, by investigating 

the distribution of explanatory variables by survey round for 

different age ranges. 

local agevar = ""    Define the variable identifying the age of the household head in 

years. This is used to limit the estimation sample to a suitable 

age range. 

scalar min_age = 25   Choose these such that the stability of the sample is optimal 

(see Section 3.1). 

scalar max_age = 55 Choose these such that the stability of the sample is optimal 

(see Section 3.1). 

Survey years  

local yearvar = ""  

  

Define the variable that identifies the different survey rounds or 

years. Values can be years or ordinal.  

local y1 = ""  Specify the first year or round for the synthetic panel (this must 

be a value of yearvar). 

local y2 = "" Specify the second year or round for the synthetic panel (this 

must be a value of yearvar). 

Other parameters  

local cohvar = ""  Specify a varlist of variables to define the cohorts for the 

estimation of the cohort correlation coefficient. [point only] 

scalar rho_anc = . Optional: define the value of rho, the correlation coefficient of 

household-level per capita income across survey rounds, 
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Inputs Remarks 

obtained from the ancillary panel dataset; otherwise, keep as 

missing. [point only] 

local idvar = ""     Define the variable that uniquely identifies households. This is 

used to merge datasets. 

local draws = ""    Specify the number of random draws of residuals for estimating 

upper-bound transitions. The default is set at 50 repetitions. 

This setting has a large influence on how long the do-file will 

take to run. [bounds only] 

local seed = "" Set the seed for the random draw of residuals. [bounds only] 

Survey settings  

svyset psu [weight=]  Specify survey design, such as clusters and weights according 

to the syntax of the svyset command. The settings are used in 

regressions and aggregation of transition probabilities. 

psu indicates the primary sampling unit. If sampling was not 

clustered, specify _n for psu. 

local weight = ""  Specify the variable indicating weights. 

Poverty line  

local povline = ""  

  

Define what poverty line to use; ensure it is in the same unit (log 

or level) as the outcome variable. The value is allowed to be 

different across rounds for the synthetic panel, but not in the 

vulnerability analysis.  

Vulnerability Note that the shape of the income distribution, notably the first 

part above the poverty line, is an important factor in 

determining the outcome of the vulnerability analysis. 

The start, end, and steps of the loop can be adjusted as needed 

– it may take several iterations to converge to the desired 

vulnerability index. These inputs should be provided in level 

terms, not logs, since this is more intuitive. The do-file then 

transforms them into logs as it assumes the outcome variable 

is in log terms.  

One could initially take a broad range with large steps and use 

the outcomes of that for more precision. For example, for a 

poverty line of 527 currency units and mean income of 1,000, a 

first loop could go from 530 to 930 in steps of 50. If the loop 

returns a vulnerability line of 630, the next iteration could go 

from 600 to 660 in steps of 5, and so on until the desired 

precision is reached. 

local ref_vuln_ind = ""  Set the desired value of the vulnerability index (as a fraction, not 

a percentage). Note that the possible range depends on the data 

at hand and the poverty line used. The lower limit is the 
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Inputs Remarks 

population-level conditional probability of the non-poor falling 

into poverty. 

local start_vl = "" The starting value for the loop that determines the vulnerability 

line; should be above the poverty line. 

It may be useful to start with a value not far above the poverty 

line: the vulnerability index returned is the upper limit for the 

index, given your data and poverty line. However, keep in mind 

that there should be enough observations in between the 

poverty line and the starting value of the loop – 100 

observations would be the minimum, but 500 would be more 

robust. 

local end_vl = "" End value for the loop that determines the vulnerability line; 

should be sufficiently high in the sense that the range between 

the starting value and the end value covers a substantial portion 

of the income distribution. 

local step_vl = "" Size of the steps used in the loop that determines the 

vulnerability line. 
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5 Output of the do-file 

 

The do-file produces the outputs listed below. The tables contain information on the 

transition probabilities for the specified interval. The do-file can be re-run for different 

intervals.  

1. A Word file with a regression output table. 

2. A Word file with transition matrices for both unconditional (joint) transition probabilities 

and unconditional probabilities at the population level.12 

3. A data file that contains the household-level transition probabilities in addition to the 

original data; this allows the user to aggregate probabilities by various subgroups. 

Note that profiling exercises can also be done based on variables that are not included in the 

income model. 

 

 

12 Note that in the output, upper bound refers to the upper-bound scenario of maximum mobility. That means that 
the upper bound for an immobile category like the poor–poor transition is lower than its lower bound.  
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