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Abstract 

This paper uses readily available geo-spatial data derived from satellite images to predict 

poverty across three large urban areas in East Africa: Addis Abeba, Dar-es-Salaam, and 

Maputo-Matola. Focusing on characteristics at the sub-neighbourhood level, it highlights 

covariates of poverty found in the data and identifies pockets of extreme poverty. 

Furthermore, there seems to be an inverse spatial relationship between places included in 

household surveys and the areas in which the bottom quintile of the welfare distribution 

resides. The paper contributes to current research on small-area estimation of poverty by 

incorporating new and complete data sets of building footprints and by comparing urban 

centres across three countries. 
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1 Introduction 

The spatial distribution of economic welfare has long been of interest to researchers and 

policymakers, as attested by Charles Booth’s attempts to map poverty in late Victorian 

London. In more recent times, as household surveys have become the main source of data 

and information on economic wellbeing in the developing world, policymakers have made 

extensive use of poverty mapping techniques (Elbers et al., 2003) that combine such surveys 

with contemporaneous census data to obtain more detailed knowledge on the spatial 

distribution of welfare. However, this reliance on census data means that such poverty maps 

can only be provided at rather low temporal frequency and are therefore not always 

sufficient to satisfy policymakers’ demands for timely information. 

Due to recent advances in machine learning algorithms that are able to detect and classify 

objects in images, it is now possible to obtain a wealth of information of socioeconomic 

relevance from high-resolution satellite images. Accordingly, poverty mapping techniques 

are evolving rapidly, drawing on new data sources that allow maps to be created at ever-

improving resolution and frequency. These types of high-resolution poverty maps are 

currently in high demand among policymakers and urban planners, in part because of the 

rapid scale-up of social protection programmes in response to COVID-19 lockdowns. 

A particularly promising strand of research has shown that data from satellite images can 

be used in combination with machine learning methods to predict poverty at the local level, 

increasing both the spatial and temporal resolution compared to previous methods. For 

instance, Jean et al. (2016) use night-time light data and daytime images to estimate village 

poverty rates in five African countries. Similarly, Pandey et al. (2018) predict poverty at 

subdistrict levels in Uttar Pradesh, India. Sohnesen et al. (2021) combine survey and satellite 

data to predict within-city poverty distributions for units of 115 m x 115 m in five cities in 

Mozambique using publicly available data. By further incorporating other non-traditional 

data sources such as mobile phones and social media, Chi et al. (2022) provide estimates of 

average wealth for 2.4 km x 2.4 km areas across all 135 lower-income and middle-income 

countries. 

This research paper will explore the extent to which information extracted from satellite 

images can help predict the distribution of extreme urban poverty in Ethiopia, Tanzania, and 

Mozambique. Geo-referenced estimates of daily per capita consumption from nationally 

representative household surveys are matched with observable neighbourhood level 

characteristics, such as the average size, perimeter, and density of buildings, as well as 

distances to different types of road and other points of interest. By comparing cities across 

three countries with different poverty profiles and material characteristics, a broader range 

of possible outcomes can be described. 

As this is a relatively recent strand of research, the evidence gaps are still wide and 

important issues remain largely unexplored. A considerable number of questions can be 

posed, both theoretically, methodologically, and empirically. We focus on the following two 
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questions, the answers to which help shed light on the important area of poverty research 

focused on identifying extreme poverty in urban areas: 

1. Which physical features, observable from satellite instruments, are associated with 

poverty as measured by traditional household surveys? 

2. Where are neighbourhoods with clusters of extreme poverty located within the large 

urban centres of three East African countries? 



LOCATING EXTREME POVERTY IN URBAN EAST AFRICA 

© Data & Evidence to End Extreme Poverty  3 

2 Data 

2.1 Household surveys 

Representative household surveys have become a standard source of knowledge about the 

distribution of income, consumption, and wealth across the world. Representativeness 

depends on the sampling methods and the sampling frame, typically a population census, 

and holds as long as enumeration area delimitations and other census information are up to 

date. However, due to rapid urbanisation, it is difficult to ensure completeness and accuracy 

of the sampling frame. Furthermore, since they are based on samples, surveys only cover a 

subset of census enumeration areas. This implies a risk that household surveys might omit 

the tails of the welfare distribution, which concerns both the missing rich and the missing 

bottom, a problem that is compounded by other known issues such as differential non-

response. 

This study relies on interview points with accurate (i.e. non-scrambled) recordings of latitude 

and longitude for the Inquèrito sobre Orçamento Familiar (IOF) 2014/15 in Maputo, the 

Household Budget Survey (HBS) 2017/18 in Dar-es-Salaam, and the Wealth Measurement 

Survey (WMS) 2016 in Addis Abeba. For each survey point, a welfare measure is calculated 

providing the outcome variable that we aim to predict. 

The HBSs of Tanzania and Mozambique contain detailed information on per capita 

consumption. In the Ethiopian context, no survey is available that includes a consumption 

measure where households can be located with enough precision. We thus resort to the 

WMS, which contains information on dwelling characteristics (number of rooms per 

inhabitant; house ownership; building materials of roof, ceiling, walls and floor; electricity; 

sources of cooking fuel and drinking water; types of kitchen, oven, toilet, and bath) and the 

ownership of several durable assets such as farming tools, furniture, household appliances, 

jewels and vehicles. We aggregate these components into a wealth index with the weights 

from a principal component analysis, following the standard practice introduced in Filmer 

and Pritchett (2001). 

2.2 Building footprints 

Economists have long employed geo-spatial data in their analyses of household level data. 

For instance, various distance measures, access to services, and exposure to adverse 

weather are often found as attachments to large survey data sets. Meanwhile, welfare 

metrics such as consumption or wealth have been proxied by observational data recorded 

by the enumerators. These include the building materials of the dwelling, the presence and 

kind of toilet facilities, and the number of rooms per inhabitant. Recently, similar types of 

data have become available directly from satellite observations, and one of the most 

promising sources of large-scale information on housing arises from building footprints. 
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Figure 1: Building footprints 

Source: Authors’ illustration 

A building footprint is a polygon that defines the perimeter of a building. When summarised 

within cells of 550 m x 550 m, three pieces of information can be derived that are correlated 

with the average welfare of the people living there: 

1. the average area of the buildings (larger homes are expected in richer areas); 

2. their average perimeter (more complex structures have a longer perimeter relative to the 

area); and  

3. the number of buildings (i.e. population density).  

To roughly filter out industry, offices, and public buildings, we exclude footprints of more 

than 400 m2 before aggregating to cell level. 

At the time of writing and to the authors’ knowledge, there are three main data sources for 

building footprints that might cover entire countries in sub-Saharan Africa (SSA): 

OpenStreetMap’s (OSM), Ecopia Digitize Africa (Ectopia), and Google Open Buildings (GOB). 

These are described and compared in Table 1. Ecopia and GOB are similar in the sense that 

they are generated by automated image recognition software and aim at full coverage of 

SSA countries using methods that are consistent across space. On the other hand, OSM is 

volunteer-driven and thus more susceptible to data gaps and human errors. In this version of 

our study, we employ GOB in Addis Abeba and Maputo-Matola and OSM in Dar-es-Salaam 

because, although Ecopia data are generally high in quality and available for all three cities,  

it is proprietary and may not allow for easy replication of the study. Furthermore, it contains 

a snapshot of building footprints in the year 2019, and whether it will be updated in the 

future is unknown. GOB is free, open access, and like Ecopia in quality, although it uses 

different algorithms and satellite images. It is based on the most recent image available in 

the Google Maps database, so newly urbanised zones are likely to appear in the data. It has 

almost full coverage of SSA, but in Dar-es-Salaam, at the time of writing, a few areas of the 

city are missing. OSM, however, is complete and of superior quality in Dar-es-Salaam, mainly 

due to a number of large volunteer projects involving university students who have manually 

mapped every building in the city in recent years. 
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Table 1: Building footprint data sources 

 OSM Ectopias Digitize Africa GOB 

Coverage Incomplete, many missing Full Full, with exceptions 

Data generation Manual drawing Machine learning Machine learning 

Terms of use Oddly Restricted CC BY 4.0 and Odell 

Auxiliary data 
Building type, places of 
interest 

Image ID and time Confidence score 

Time Variable 2019 
Most recent Google Earth 
image 

2.3 Additional data 

Apart from building footprints, we include data on roads and distances in the study. Road 

information is accessed through OSM, which generally seems to be a reliable and updated 

source. It also includes metadata on road types, which are exploited by dividing roads into 

two main groups: primary and residential. For each cell, we calculated the total length of 

both primary and residential roads as well as the distance from the centre point of the cell to 

the nearest primary or residential road. Finally, the distance to the city centre is calculated. 

The points defined as city centres are Meskel Square (Addis), DTV Roundabout in the 

financial downtown (Dar), and the intersection between Av. Julius Nyerere and Av. 24 de 

Julio (Maputo). 

2.4 Descriptive overview 

The study compares the distribution of poverty in three major urban areas of East Africa. 

Table 2 contains general information about the study areas. Dar-es-Salaam is the largest in 

terms of population, land area, and buildings. It is evident that it is not feasible to use OSM 

buildings in Addis or Maputo, as they comprise a very small share of the auto-generated 

footprint data sets. In terms of household surveys, our sample in Addis has the largest 

number of observations and Dar has the smallest. However, the large number of 

observations in Addis comes with the caveat that no consumption estimates are available. 

We therefore construct a wealth index instead to use as an outcome variable. 

Table 2:  Comparison of the three cities 

 Addis Abeba Dar-es-Salaam Maputo-Matola 

Population (millions) 5.0 6.4 1.9 

Land area (km2) 527 1,590 721 

Cells 1,735 5,335 1,588 

OSM buildings (n) 15,978 1,323,748 159,702 

GOB (n) 651,125 1,801,204 1,266,388 

Primary roads (km) 749 269 163 

Residential roads (km) 4,801 10,664 5,934 

Household survey WMS 2016 HBS 2017/18 IOF 2017/18 

Surveyed households (n) 3,755 797 1,460 

Wealth measure Wealth index Consumption Consumption 
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3 Methods 

Locating pockets of poverty within larger urban areas can be approached as a three-step 

process, illustrated by Figure 2: first, a number of input data sets need to be collected and 

combined spatially; second, a prediction model is used to establish correlations between 

available spatial data and an outcome; and third, the results are assessed, visualised, and 

analysed. 

Figure 2: Methods overview 

Source: Authors’ illustration 

3.1 Combining the data 

In each city, a grid of cells measuring 0.005 degrees latitude/longitude (around 550 m x 550 

m) is created, onto which all other input data are merged. 

The units of observation (cells) contain the following explanatory variables:  

i) average building footprint area;  

ii) average building footprint perimeter; 

iii) number of buildings 

iv) total length of the primary roads;  

v) total length of the residential roads; 

vi) distance from the centre point to the nearest primary road; 

vii) distance from the centre point to the nearest residential road; and  

viii) distance to city centre.  

Average per capita consumption or household wealth are included in the models as outcome 

variables. 
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Some of the considerations about choice of cell size include usefulness, practical 

application, model performance, and computer requirements. As an end product for 

policymakers, the unit should be small so that targeting becomes more accurate. However, a 

certain size is needed for the results to be meaningful and not driven by outliers. In terms of 

modelling, the household surveys are typically sampled within census-based enumeration 

areas, and as such it makes sense to aim for a cell size that approximately corresponds to 

enumeration areas in most cases. Finally, in terms of computation, the more units that are 

added, the more cumbersome the process becomes. 

Aggregating to units of around 550 m x 550 m also reduces potential measurement errors in 

the position recorders for the household survey data—a technology that sometimes offsets 

the true location by several metres. Even a correct location record may have been fixed too 

early or too late compared to the actual survey location, which again may or may not have 

been exactly at the respondents’ home. 

3.2 Prediction models 

In the fields of computer science and machine learning, prediction models have developed 

rapidly and adapted to new types of data. This paper uses two of the most widely accepted 

methods. The first is Random Forest (RF); the second, Extreme Gradient Boosting (XGB), 

overtook RF as the best performing prediction method in online competitions following the 

publication of Chen and Guestrin (2016). Both methods choose variables and set cut-off 

values that maximise the likelihood of correctly guessing an outcome variable by averaging 

over many samples and decision trees. While RF uses iterations of random subsets of 

variables and observations, essentially leaving out weak predictors, XGB goes through a 

similar process but exploits excluded variables to predict residuals. This means that weaker 

learners are included in the models to focus on areas neglected by RF. 

When dealing with spatial data, it is important to consider the nature of correlations or spill-

overs across space. In this case, we expect factors that influence living standards in one 

specific cell also to affect surrounding cells. For instance, a unit of observation with no 

roads will be better off if all neighbouring units are connected to roads than if none of them 

are. We therefore include spatial lags of all explanatory variables in the model. Apart from 

improving the models, this also has a smoothing effect on the final predictions. 

A quick way to improve model performance would be to include neighbourhood fixed 

effects. However, the main focus for this study is not within-neighbourhood variation but 

cross-city distributions, so neighbourhood fixed effects are excluded from the models as 

they may distort the predictions along the borders between urban neighbourhoods. 

Furthermore, since not all neighbourhoods are covered by the surveys, the inclusion of 

neighbourhood fixed effects might partially mask the association of certain characteristics 

with living standards and be problematic for out-of-sample prediction. 
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4 Results 

This section presents the results of the prediction models. First, we assess the model 

performance; second, we look at the factors that contribute most to the models in the 

different settings; and third, the predictions are visualised on maps of the three cities, 

highlighting the overall distribution as well as the whereabouts of the bottom quintile. 

4.1 Model performance across urban areas 

How large a share of the variation in the outcome variables can be explained by the input 

data? Here, it is important to bear in mind the different outcome variables in each urban area 

resulting from data limitations. In Maputo and Dar-es-Salaam, the chosen outcome variable 

is the logarithm of daily per capita consumption, whereas a constructed wealth index is used 

in Addis Abeba. In all models, the average of the outcome variable within a specific unit of 

observation (cell) is regressed on the available spatial data. 

Table 3 shows the resulting correlation coefficients of our prediction exercise. For this 

purpose, we first train our prediction models in a subset of the data. We then apply these 

models to a separate subset of observations, for which we compare how this predicted 

welfare measure compares to the observed value in terms of the (continuous) coefficient of 

variation (CV) and Spearman’s rank-correlation. While RF delivers the best results for both 

measures in Addis Abeba and Maputo, XGB performs better in Dar-es-Salaam, as 

emphasised in bold. 

Table 3: Out-of-sample correlation coefficients 

 Addis Abebe Dar-es-Salaam Maputo-Matola 

RF CV 0.1417 0.1154 0.3340 

RF Spearman 0.3655 0.2176 0.1275 

XGB CV 0.0628 0.2754 0.2045 

XGB Spearman 0.2105 0.2294 0.0208 

n 447 165 229 

Source: Authors’ elaboration 
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Figure 3 and Figure 4 provide visualisations of how the actually observed welfare indicators 

in the x-axis compare to the predicted values in the y-axis. At least in Maputo-Matola, most 

of the dissonance between both measures seems to arise from the upper part of the 

distribution. 
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Figure 3:  Actual vs predicted values, RF 

(a) Addis Abeba (b) Dar-es-Salaam (c) Maputo-Matola 

 

Source: Authors’ elaboration 

Figure 4: Actual vs predicted values, XGB 

(a) Addis Abeba (b) Dar-es-Salaam (c) Maputo-Matola 

 

Source: Authors’ elaboration 

4.2 Comparison of variable importance 

Figure 5 shows the so-called importance scores of the variables included in the best 

prediction model for each city. The score indicates the share of decision trees in which a 

variable appears before aggregating. As can be seen, the XGB approach includes ’weaker’ 

variables that are less likely to appear in the RF models. 

Among the variables in the model, the top scorers in Addis are the average building footprint 

area within a cell (avgarea), the average number of buildings in neighbouring cells 

(splbuildings), and the average distance to a primary road in neighbouring cells 

(spldistprim). In Dar, the most important variables are distcc, splres, and spldistres, 

indicating the distance to the city centre (distcc), the average length of residential roads in 

neighbouring cells (splres), and the average distance to the nearest residential road in 

neighbouring cells (spldistres). Finally, in Maputo, the top three are the average building 

footprint area within a cell, the distance to the city centre, and the average perimeter of 

building footprints in a cell (vaper). 
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Figure 5: Importance scores 

(a) Addis Abeba (RF) (b) Dar-es-Salaam (XGB) (c) Maputo-Matola (RF) 

 

Source: Authors’ elaboration 

The model for Maputo concentrates more on a few variables, whereas the models for Addis, 

and especially for Dar, spread the importance scores across a wider range of variables. All 

models include spatial lags—i.e. averages of explanatory variables for the surrounding 

cells—and for Addis and Dar they even figure among the most relevant predictors. 

4.3 Locating the poorest neighbourhoods 

Predicted consumption and wealth at cell level is shown in Figure 6 for the three cities. 

Addis Abeba, as shown in the first panel, has the most of its wealthier areas concentrated 

around the central and western areas, with poverty mostly spread out in the south-eastern 

quadrant and along the perimeter of the city. In Dar-es-Salaam, the poorest neighbourhoods 

are spread across several locations, most notably the southwest outside of the airport, the 

thinly populated areas to the southeast, and a pocket of densely populated cells closer to 

the city centre. In Maputo, most of the population predicted to be poor is found in the peri-

urban areas of outer Matola, especially north of the ring road—a relatively new 

neighbourhood lacking infrastructure and services. 

Figure 6: Distribution of average predicted welfare 

(a) Addis Abeba (RF) (b) Dar-es-Salaam (XGB) (c) Maputo-Matola (RF) 

 

Source: Authors’ elaboration on Google Earth background; blue is richer, red is poorer 

Figure 7 displays the overlap between the locations of the bottom quintile of our predicted 

welfare measures and household survey locations in all three cities. We observe a striking 

inverse relationship, as surveys very rarely reach the poorest locations. This misalignment 

between urban poverty pockets and survey locations gives rise to doubt about the ability of 
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traditional household surveys to adequately capture the living standards of the poorest 

urban dwellers, and hence (to the extent that this issue is not adequately addressed by 

weights) brings into question the accuracy of the resulting estimates of urban and national 

poverty rates. 

Figure 7: Locating the bottom quintile 

(a) Addis Abeba (RF) (b) Dar-es-Salaam (XGB) (c) Maputo-Matola (RF) 

 

Source: Authors’ elaboration on Google Earth background. Dots: WMS, HBS, IOF. The colour scale 
concerns population density, with red indicating more densely built-up areas 



LOCATING EXTREME POVERTY IN URBAN EAST AFRICA 

© Data & Evidence to End Extreme Poverty  13 

5 Conclusion 

The main purpose of this paper was to predict welfare at high levels of detail in three large 

urban centres of East Africa using available spatial data derived from satellite images. 

Based on building footprints, roads, and distances, the prediction models were able to 

account for around a third of the variation in average welfare measures as recorded in 

representative household surveys. 

The results indicate that the poorest neighbourhoods are located far from the city centres in 

thinly populated, peri-urban zones. These areas are often the most recently populated areas 

of the cities. Thus, they are misrepresented in the sample frame of a standard household 

survey, an exercise that usually relies on the most recent population census available prior 

to household survey design and implementation. The sample frames may therefore be more 

than a decade old. This is the case for our data on Ethiopia and Mozambique, with sample 

frames based on a 2007 Population Census. In Tanzania, the previous census was held in 

2012. 

A novel contribution to the literature on poverty mapping here is the application of building 

footprints, a type of data that has only recently become publicly available to researchers at 

scale. Despite room for improvement, this category of data holds substantial promise for 

further application and development. 

High-resolution urban poverty maps can assist in the targeting of interventions in many 

policy areas, for instance in social protection and urban planning. As illustrated in this paper, 

knowledge about the spatial distribution of welfare in a city can also inform academic 

researchers about potential biases when analysing seemingly representative household 

survey data. 

Finally, the misalignment between urban poverty pockets and survey locations identified 

here gives rise to doubt about the ability of traditional household surveys to adequately 

capture the living standards of the poorest urban dwellers, and hence bring into question the 

accuracy of the resulting estimates of urban and national poverty rates. This is an area for 

highly policy-relevant future research. 
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