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HIGH-RESOLUTION ESTIMATION OF RURAL POVERTY: INSIGHTS FROM ETHIOPIA

Abstract

High-resolution satellite imagery and machine learning techniques enable precise mapping
of rural poverty, as demonstrated in this paper for the case of Ethiopia. Using household
survey data with precise GPS coordinates, combined with multiple geospatial datasets, we
develop a novel two-stage Random Forest model that first predicts roof materials from
satellite imagery and then uses this prediction alongside other geospatial features to
estimate household consumption levels. The model achieves high predictive accuracy
across different spatial scales, with Spearman correlations between 0.81 and 0.87 when
using regional characteristics and distance measures. A key finding is that broader regional
information (10km radius) predicts household welfare more accurately than local
characteristics (100m radius), while a parsimonious model using only characteristics of the
roof of the building nearest to the interview location performs surprisingly well (0.74 or 0.83
with distances). This approach represents a cost-effective method for better understanding
rural poverty and monitoring socioeconomic changes in rural areas, with potential
applications across sub-Saharan Africa.

Acknowledgements: The study was prepared under the research project Data and Evidence
to end Extreme Poverty (DEEP), which is funded by FCDO (www.povertyevidence.org).

Keywords: Rural poverty, Satellite imagery, Machine learning, Geospatial analysis, Ethiopia
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1 Introduction

This paper presents a high-resolution estimation of rural poverty in Ethiopia using geospatial
data and machine learning techniques. The study utilises precise GPS coordinates from a
household survey conducted in 2021, combined with various geospatial datasets including
building footprints, road networks, nighttime lights, vegetation indices, and urban
agglomeration data. By employing a Random Forest regression model, the study predicts
household consumption levels and identifies key geospatial predictors of rural poverty.

Predicting average household consumption using geospatial data is an approach that has
gained substantial traction in recent years, perhaps sparked by Jean et al. (2016). However,
the relative importance of different geospatial predictors and various levels of spatial
aggregation (e.g. individual households, villages, districts, etc.) for predicting household
consumption remains a contested area. Most poverty maps that aid policymakers in
targeting interventions are often aggregated to large administrative units, limiting their
precision. This holds particularly true for rural areas where administrative units often cover
large land areas.

Building prediction models for household consumption or other measures of living
standards across space and time adds to our general understanding of poverty correlates
and dynamics. Such insights not only inform targeted interventions but also highlight
conditions that may impact living standards due to economic growth or climate change.
This broader perspective is essential for developing comprehensive strategies to address
rural poverty in dynamic environments.

A study by Watmough et al. (2019) demonstrated the potential of using remotely sensed
data to predict individual rural household poverty in Kenya. Their multilevel approach
explained up to 62% of the variation in household-level wealth. Key predictors included
building size, bare agricultural land, and growing season length. While methodologically
inspiring, the study had limitations: it relied on outdated household data from 2005, used a
single high-resolution satellite image from 2004, and had a small sample size of 231
households.

A recent review by Newhouse (2024) synthesises key lessons from applications combining
survey and geospatial data for small-area poverty estimation. His findings support several
methodological choices in the current study, including: the use of interpretable features
rather than convolutional neural networks; the application of tree-based machine learning
methods rather than linear mixed models; and the importance of using geospatial data at
the most disaggregated level possible. The review also highlights the potential for such
estimates to improve the design of social assistance programmes, particularly in areas with
weak existing targeting systems.

It is the purpose of the study to explore in great depth how to make best use of publicly
available geospatial data at high resolutions in combination with precise geo-location of
household interviews in order to predict rural poverty in Ethiopia. As such, this study

© Data & Evidence to End Extreme Poverty 1
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addresses some of the limitations of Watmough et al. (2019) through the use of more recent
data, multiple satellite images, a larger sample size, and application across varied rural
settings.

The main contributions of this version of the study are as follows:

e It systematically compares the predictive power of satellite data at different spatial
scales, revealing that regional characteristics (10km radius) are more informative
about household welfare than local features (100m radius).

e It develops a novel two-stage prediction approach, first using satellite imagery to
predict roof materials and then incorporating these predictions to estimate
household expenditure.

e It demonstrates that even simple models using only individual building
characteristics can provide reliable predictions of relative welfare levels when
combined with distance measures.

e It leverages high-resolution datasets, particularly the Google Open Buildings data, to
link survey data with specific building characteristics.

e The methodology developed here offers a potential framework for mapping and
targeting vulnerable populations in remote areas across sub-Saharan Africa,
extending beyond the specific case of Ethiopia.

The remainder of the paper is organised as follows: Section 2 describes the data and
methods, detailing the household survey data, various geospatial datasets, data processing
techniques, and the Random Forest prediction model set-up. Section 3 presents the results,
including model performance metrics and the relative importance of different geospatial
predictors and spatial scales in estimating rural poverty. Finally, Section 4 summarises the
main findings and discusses the challenges related to predicting individual household
consumption in rural areas, some implications for research, and the policy relevance of the
findings.

© Data & Evidence to End Extreme Poverty 2
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2 Data and methods

This section details the data sources and methods employed in the study. It covers the
household survey data, geospatial datasets, data processing techniques, and the Random
Forest prediction model used to estimate rural poverty in Ethiopia.

2.1 Household survey

The primary data source for this analysis is the Resilience to Climate Change (RCC) survey,
which was conducted in early 2021 across Ethiopia. This survey of 2,000 households was
designed to assess household-level resilience and evaluate the impacts of three government
programmes: the Agricultural Growth Programme, the Sustainable Land Management
Programme, and the Productive Safety Net Programme (University of Copenhagen,
Development Economics Research Group and Policy Studies Institute, 2023).

Figure 1 illustrates the survey’s geographical coverage, with Panel A showing the distribution
of survey points across Ethiopia and Panel B zooming in on a village in the Somali region.

Figure 1: RCC survey points

800 m

(a) Full sample (b) Zoom-in on village east of Jijiga

Note: Background from Google Earth

The sampling strategy followed a two-step process:

1. Random selection of 40 woredas, stratified by programme participation and agro-
ecological zones.

2. Within each woreda, random sampling of three kebeles and a total of 50 households.

The RCC questionnaire covers a range of topics including household characteristics,
agricultural practices, consumption patterns, living conditions, shock experiences, climate
change perceptions, and subjective resilience assessments. For this study, there are two key

© Data & Evidence to End Extreme Poverty 3
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advantages of the RCC dataset: i) precise GPS coordinates for each surveyed household,
enabling accurate spatial analysis; and ii) high-quality data on household consumption
expenditures.

Figure 2 displays the distribution of the study’s main outcome variable: the logarithm of
household expenditure on food and non-food items per adult equivalent. Centred around the
mean of 8.15, the distribution shows considerable variation, despite relatively homogeneous
economic conditions across sampled households. The logarithmic transformation
normalises the data and reduces the impact of outliers.

Figure 2: Main outcome variable

12

|_exp_ae

2.2 Geospatial data

2.2.1 Building footprints

To gain information on buildings in the vicinity of each survey point, Google Open Buildings,
which is a comprehensive collection of building footprints derived from high-resolution
satellite imagery (Sirko et al., 2021), is leveraged. The dataset provides polygon geometries
representing individual building outlines across Africa, extracted using machine learning
techniques. It offers unprecedented detail and coverage, even in remote areas (Weber et al.,
2018).

2.2.2 Roads

Road network data is sourced from OpenStreetMap (OSM), a collaborative mapping project
that provides freely accessible geospatial data worldwide (Haklay and Weber, 2008). OSM'’s
road data include various attributes such as road type, name, and surface material, offering

© Data & Evidence to End Extreme Poverty 4
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information for transportation and accessibility analyses. While data quality can vary across
regions, OSM has been shown to have good coverage in many African urban areas, often
surpassing official data sources.

2.2.3 Nighttime lights

This study employs nighttime light data from the Visible Infrared Imaging Radiometer Suite
(VIIRS) Day/Night Band provided by the Earth Observation Group at NOAA (Elvidge et al.,
2017). VIIRS offers significant improvements over previous nighttime light sensors,
including higher spatial resolution (here, 100 metre pixels) and better calibration (Chen et al.,
2016). These data can serve as a proxy for economic activity and urban development, as
described in Henderson et al. (2012). In this study, the averages across the years of the
survey are added to the list of covariates.

2.2.4 Greenness

To assess vegetation cover and urban green spaces, the Normalised Difference Vegetation
Index (NDVI) is derived from Landsat 8 imagery (Roy et al., 2014). Landsat 8 provides
multispectral imagery at 30-metre resolution. NDVI values, which are calculated from the red
and near-infrared bands, offer a standardised way to measure vegetation health and density.
This study uses average NDVI values for the years of the household survey.

2.2.5 Urban agglomerations

The Africapolis dataset (OECD/SWAC, 2020) is employed to define urban agglomerations
across Africa. This dataset represents a state-of-the-art effort to harmonise definitions of
urban areas, providing polygons of contiguous built-up areas with populations exceeding
10,000 inhabitants. Africapolis integrates spatial data from satellite imagery with
demographic information, offering a consistent and comparable delineation of urban
extents across the continent. This approach captures both formal and informal urban
settlements, providing a more comprehensive view of urbanisation patterns than traditional
administrative boundaries. Here, the data are split into three datasets based on the size of
the urban agglomeration: cities of more than 1 million inhabitants; towns of more than
100,000 inhabitants; and towns with more than 10,000 inhabitants. This will capture the
exposure to urban areas of various scales and economies.

2.3 Data processing

A number of steps are taken in order to merge and process the raw data in preparation for
the prediction model. This subsection details how three buffer zones are generated and
used, the various distance measures calculated, and finally how the individual interview is
linked to the nearest building footprint and its area and average colours.

© Data & Evidence to End Extreme Poverty 5
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2.3.1 Buffer zone averages

In order to exploit the precision of the survey coordinates, and to test the importance of
having very localised information as well as information on surrounding areas, the study
sets up three different buffer zones around each interview. The first, measuring 100 metres
in radius, provides specific, within-village, geospatial information on a single household. A
second buffer zone with a radius of 1 km includes information on the local area within close
walking distance of the household. Finally, the third buffer of 10 km radius typically
encompasses the village, its hinterlands, and perhaps a few neighbouring villages.

Figure 3 shows an example of the three buffer zones on a background of satellite images
from Google Earth. The figure also includes dots for every building footprint within the
specified zones, illustrating the importance of varying buffer zone radii.

For each buffer zone, the following characteristics are included (see Table 1): i) the number
of buildings and average building area from Google Open Buildings; ii) the total length of
primary and residential roads from OSM,; iii) average nighttime lights intensity from VIIRS;
and iv) average NDVI values from Landsat 8.

Figure 3: Buffer zones by radius

GoogleEarth e
(@) 0.1 km (b) T km (c) 10 km

Note: Example showing high-resolution satellite imagery from Google Earth and building centroids at different
zoom levels around an interview point.

Table 1: Summary statistics by buffer radius

Mean SD Mean SD Mean SD
Number of buildings 21.73 29.22 693.77 1.12t 33.85t 25.40t
Avg. building area 52.27 25.50 56.46 16.62 57.39 13.03
Primary road length 0.00 0.00 0.00 0.01 0.09 0.12
(km)
Resicentialkoac 0.00 0.00 0.01 0.04 0.40 0.67
length (km)
Nighttime lights 0.10 0.73 0.10 0.73 0.10 0.68
Greenness index 0.34 0.06 0.34 0.06 0.35 0.06

Note: N = 1,993 for all variables. t represents thousands (e.g. 1.12t = 1,120).

© Data & Evidence to End Extreme Poverty 6
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2.3.2 Distance measures

Another set of variables that have proven important for many economic analyses can be
derived by measuring the distance between the survey point and various features of interest.
In this study, geodesic distances are calculated between the 1,993 survey points with valid
GPS records and both the nearest urban agglomeration and the nearest road.

For urban agglomerations, three distance variables are generated: to the nearest urban area
of more than 1 million, 100,000, and 10,000 inhabitants.

For roads, the nearest distance is calculated from the survey point to both primary and
residential roads.

2.3.3 Linking survey points to the nearest building

Due to the precision of both survey locations and building footprints in these data, it is
possible to add specific information on the building nearest to the survey point, which is
likely to be the home of the surveyed family.

Figure 4 shows an example of this, with circles around the survey point as well as the
centroid of the nearest building footprint. With this link established, the area in square
metres of the nearest building and the distance in metres between the place of the interview
and the nearest building are calculated.

Figure 4: Linking interviews with the nearest building footprint

Google Earth

et e A G ESY s

Note: Background from Google Earth. Average colours are calculated both for a circle of 0.6 metre radius
around the building centroid and for a 15 metre radius around the location of the interview.

Additionally, the average colour of 4*4 pixels (ca. 1.2*1.2 metres) around the centre of the
roof of the nearest building and the average colour of 100*100 pixels (ca. 30*30 metres)
centred on the survey location are extracted. The colours are reported in three variables -

© Data & Evidence to End Extreme Poverty 7
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red, green, and blue — with intensities ranging from 0 to 255. In combination, these values
result in the visible colours seen within the two circles in Figure 4. Another way of
representing these colour averages are on 3D plots, as shown in Figure 5 where each axis
shows the normalised colour intensity of the three colours. It is evident that roof colours are
mostly various shades of grey with some blueish reflections, while the average colour of the
(larger) ground area around the interview location is much darker, brown and with higher
values of red and green.

Figure 5: Average colour of rooftop and interview surroundings

10 00 10 00

(a) Roof of nearest building (b) Interview surroundings

Note: Own calculations based on colours extracted using the Google Maps API.

Table 2 presents average RGB colour values of the nearest building for different roof
materials indicated by the household survey interview. Corrugated iron roofs — which are the
most common type (1,401 observations) — show high, balanced RGB values (141.7, 149.1,
150.6), indicating a light grey or slightly bluish appearance. Thatch roofs (448 observations)
display lower, more uniform values (114.6, 114.7, 116.5), suggesting a darker, muted brown
tone. These distinct colour profiles suggest the potential for using satellite imagery to
predict roof materials, which is a common proxy for household economic wealth.

Given these clear patterns in roof colours, a Random Forest classification model is
employed to predict the probability of metal roofing for each building using only the RGB
values. For simplification, the dummy variable takes the value 0 for all other roof types than
metal. The model achieves 70% accuracy in distinguishing metal from non-metal roofs, with
particularly strong performance in identifying metal roofs (79% precision and recall). The
error in the prediction model arises from cases where the roof colour does not reveal the
roof material or cases where the interview is linked to a house that is not the home of the
respondents. The predicted probabilities are used as an additional predictor in the main
household expenditure model.

© Data & Evidence to End Extreme Poverty 8
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Table 2: Roof colours by material type

Corrugated iron 141.7 1491 150.6 1,401
Concrete/cement 83.5 83.5 71.5 2
Thatch 114.6 114.7 116.5 448
Wood and mud 110.3 115.8 118.1 84
Bamboo/reed 123.8 119.1 121.9 30
Plastic canvas 191.2 177.4 176.4 25

24 Summary statistics

Table 1 (in Section 2.3.1) presented summary statistics for key variables measured at three
different buffer radii around each observation point: 0.1 km, 1 km, and 10 km. The table
included mean and standard deviations for six variables: number of buildings, average
building area, length of primary and residential roads, nighttime light intensity, and the NDVI
greenness index. Notable patterns include the dramatic increase in the number of buildings
as the buffer radius expands, while other variables such as average building area and
greenness remain relatively stable across scales.

Table 3 provides summary statistics for variables that are not dependent on buffer radii. In
the first row it includes the main outcome variable of the study, namely the log of household
expenditure per adult equivalent, then distances to various urban centres and roads, and
finally the characteristics of the nearest building and interview location. The table presents
the mean, standard deviation, minimum, and maximum values for each variable.

The log of household expenditure shows considerable variation, with a mean of 8.15 and a
range from 4.01 to 12.01. This wide spread suggests substantial economic disparities
within the study population, despite similar occupations (agriculture) and education levels
(low).

The average distance to the nearest large urban area (1 million+ inhabitants) is substantial
at 195.14 km, with some households located as far as 464.17 km away. In contrast, smaller
urban areas (10,000+ inhabitants) are much more accessible, with an average distance of
only 11.91 km, suggesting that most of the population has relatively close access to at least
some urban amenities. The average distance to the nearest primary road (18.70 km) is
considerably larger than the distance to the nearest residential road (3.64 km).

Table 3: Summary statistics

Consumption

Log expend. (per

adult equiv.) 8.15 0.89 4.01 12.01

Distance to urban areas (km)

Nearest Tm+

195.14 113.29 25.67 464.17
urban area

© Data & Evidence to End Extreme Poverty 9
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Nearest 100k+

73.87 53.09 1.64 246.73
urban area
Nearest 10k 11.91 8.82 0.14 50.44
urban area

Other distance measures (km)

g:isr:laa“r;er;‘; g 18.70 15.22 0.06 65.60
e e 3.64 3.18 0.00 16.20
E:::a“s‘:ebn‘;l ding 0.00 0.00 0.00 0.01
Nearest building

Area (m?) 59.11 48.06 4.87 983.02
Colour: Red 134.54 57.78 0 255
Colour: Green 139.76 64.35 0 255
Colour: Blue 141.33 66.17 0 255
Interview location (30m radius)

Colour: Red 96.80 53.98 0 255
Colour: Green 98.41 50.39 0 255
Colour: Blue 93.48 49.04 0 255

Note: N = 1,993 for all variables.

25 Prediction model

To estimate household expenditure levels across our sample, we employed a Random
Forest regression model. This non-parametric machine learning approach was chosen for its
ability to capture complex, non-linear relationships between predictors and the outcome
variable, as well as its robustness to outliers and capacity to handle high-dimensional data.

The dependent variable in our model is the logarithm of per adult equivalent household
expenditure.The independent variables comprise the set of 31 geospatial predictors
described in Table 3.

The Random Forest algorithm constructs multiple decision trees and aggregates their
predictions to produce a final estimate. Each tree is built using a bootstrap sample of the
training data and a random subset of predictors at each split, which helps to reduce
overfitting and improve generalizability.

To optimise model performance, a grid search with five-fold cross-validation was conducted
to tune key hyperparameters. The search tested various values for the number of trees (100,
200, 300), maximum tree depth (0, 10, 20, 30), minimum samples for node splitting (2, 5, 10),
and minimum samples at leaf nodes (1, 2, 4). This process evaluated all combinations of
these hyperparameters to identify the configuration that minimises prediction error.

The model’s overall performance is assessed using three metrics:

© Data & Evidence to End Extreme Poverty 10
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1. R-squared (R?): To measure the proportion of variance in the dependent variable
explained by the model.

2. Root Mean Square Error (RMSE): To quantify the average prediction error in the original
units of the dependent variable.

3. Spearman’s rank correlation coefficient: To assess the monotonic relationship between
predicted and actual values, which is less sensitive to outliers than Pearson'’s
correlation.

Moreover, feature importance scores are reported to identify the most influential predictors
in the model. In practice, this is done by measuring the average decrease in impurity across
all trees in the forest for each predictor.

© Data & Evidence to End Extreme Poverty 11
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3 Results

3.1 Model performance

The Random Forest model’s performance in predicting household expenditure levels
demonstrates robust predictive power and stability across multiple evaluation metrics.

The model’s predictive accuracy is notably high, with an out-of-sample R-squared value of
0.81, indicating that approximately 81% of the variance in household expenditure is
explained by the model. This suggests a strong fit between the predicted and actual values.
The RMSE of 0.39 provides a measure of the average deviation of predictions from the
actual values in the original scale of the logarithm of expenditure. This relatively low RMSE,
considering the scale of the dependent variable, further supports the model’s precision.

Figure 6: Actual vs predicted values

Actual vs Predicted |_exp_ae

actual |_exp_se

Table 4: Random Forest model results

R-squared 0.8064
RMSE 0.3919
Spearman correlation 0.9156

Perhaps most importantly, the Spearman correlation coefficient of 0.92 reveals a very strong
monotonic relationship between the predicted and actual expenditure values, as visualised
in Figure 6. This high rank correlation is particularly valuable in the context of poverty
mapping and economic analysis, where the relative ordering of households or areas by
expenditure level is often as important as the absolute values.

3.2 Geospatial predictors of rural poverty

In this prediction exercise, the Random Forest model’s feature importance scores reveal
several key insights (Figure 7). Most notably, the predicted probability of metal roofing
emerges as the most important predictor, suggesting that this derived feature effectively
captures aspects of household wealth. Distance-based features are also highly influential,
particularly distance to urban centres with populations over 1 million and 100,000. This
highlights the importance of market access and urban proximity for rural household welfare.

© Data & Evidence to End Extreme Poverty 12
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Figure 7: Importance scores (top 15)

Probability of metal roof
Distance to 1m population
Distance to 100k population
Average building area (10km)
Number of buildings (100m)
Vegetation index (10km)
Distance to primary road
Residential road length (10km)
Number of buildings (10km)
Distance to 10k population
Average building area (1km)
Number of buildings (1Lkm)
Distance to nearest building
Area of nearest building

Distance to residential road

I r : T T T T
0.00 0.02 0.04 0.06 0.08 0.10 0.12
Feature Importance

Note: The model was fitted with five folds for each of 108 candidates. The best parameters were: max depth:
None, min samples leaf: 2, min samples split: 10, estimators: 300

The model finds value in features at multiple spatial scales. Environmental factors such as
vegetation index at the 10km scale play a significant role, while structural characteristics
such as average building area and number of buildings at various scales (10km, 100m) also
contribute meaningfully to predictions. The importance of variables measured at different
spatial scales (100m to 10km) suggests that both immediate surroundings and broader
regional characteristics influence household consumption levels.

3.3 Model performance by spatial scale

To understand how information at different spatial scales contributes to poverty prediction,
we estimate eight separate models with varying combinations of predictors. The set-up for
the Random Forest prediction models is similar to the combined model described above.
Table 5 presents the results, with models grouped by the spatial scale of their predictors and
whether they include distances to urban centres and road infrastructure.

Table 5: Model performance by spatial scale

Panel A: Building level
Probability of metal roof

Nearest 0495  0.633 0.743 6 Distance to nearest building

building o
Area of nearest building
Distance to 1m+ populati

+ distances 0.669 0.513 0.834 11 'stance to Tm+ poptliation

Probability of metal roof
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Distance to 100k+ population
Panel B: Buffer zones

Vegetation index (100m)
100m buffer 0.371 0.707 0.649 6 Average building area (100m)
Number of buildings (100m)

Distance to Tm+ population
+ distances 0.733 0.460 0.869 11 Distance to 100k+ population
Distance to primary road

Average building area (1km)
1km buffer 0.425 0.675 0.676 6 Vegetation index (1km)
Number of buildings (1km)

Distance to Tm+ population
+ distances 0.673 0.509 0.829 11 Distance to 100k+ population
Distance to primary road

Number of buildings (10km)
10km buffer 0.633  0.540 0.808 6 Average building area (10km)
Residential road length (10km)

Distance to Tm+ population
+ distances 0.728 0.464 0.861 11 Distance to 100k+ population
Vegetation index (10km)

The results reveal three key insights. First, all models achieve relatively strong predictive
power, with Spearman correlations ranging from 0.65 to 0.87 when ranking households by
predicted expenditure levels. This predictive power increases substantially when distance
measures are included, with all such models achieving correlations above 0.83.

Second, when comparing buffer zones without distance measures, broader regional
information proves more valuable than local characteristics. The 10km buffer model
achieves a substantially higher ranking correlation (0.81) than models using only local
information at 100m (0.65) or Tkm (0.68).

This suggests that regional characteristics such as building density, vegetation, and
infrastructure are more informative about household welfare than characteristics of the
immediate surroundings.

Third, the building-level model, using only information about the nearest building and its
predicted roof type, performs surprisingly well (Spearman = 0.74). This is particularly
noteworthy given the model’s parsimony, relying on just six variables derived from a single
building and its surroundings. When augmented with distance measures, this simple model
achieves a correlation of 0.83, which is comparable to the more complex buffer zone
models.

These findings have important implications for poverty mapping efforts. While the highest
overall performance is achieved using 100m buffer information plus distances (Spearman =
0.87), simpler models using either broad regional characteristics or individual building

© Data & Evidence to End Extreme Poverty 14



HIGH-RESOLUTION ESTIMATION OF RURAL POVERTY: INSIGHTS FROM ETHIOPIA

information can provide reliable predictions of relative welfare levels. This suggests
flexibility in model choice depending on data availability and computational constraints.
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4 Discussion and conclusion

In sum, this study demonstrates that satellite imagery can effectively predict rural poverty in
Ethiopia across different spatial scales. Models incorporating distance measures
consistently achieve strong predictive performance, with Spearman correlations between
0.83 and 0.87 when ranking households by predicted expenditure. The comparison across
spatial scales reveals that regional characteristics (10km radius) are more informative about
household welfare than local features (100m radius), while a parsimonious model using only
individual building characteristics performs remarkably well (Spearman = 0.74, rising to 0.83
when including distances).

4.1 Challenges

While the performance of the prediction models is generally impressive, a few challenges
remain for this type of study.

First, a significant challenge is the potential inaccuracy of GPS points, which could lead to
misalignment between household locations and satellite-derived features. This is
particularly relevant for the building-level model, where linking the interview to the wrong
building would lead to incorrect training data. Second, the strong performance of the 10km
buffer model suggests that local variation may be less important than regional
characteristics for predicting household welfare, potentially limiting our ability to distinguish
between households within the same village. Finally, the static nature of many satellite-
derived variables limits our ability to capture temporal changes in poverty status, which
could be crucial for understanding poverty dynamics in rural areas.

4.2 Implications for research

The results indicate that both broad regional characteristics and individual building features
can provide reliable predictions of household welfare. The success of the two-stage
prediction approach, where roof material is first predicted from satellite imagery and then
used as a feature, suggests new methodological possibilities for satellite-based poverty
estimation. Future research should explore whether this approach of transforming raw
satellite features into economically meaningful indicators through intermediate prediction
steps could be applied to other building characteristics.

The strong performance of the building-level model is particularly noteworthy, as it suggests
that detailed information about a single building can be as informative as broader regional
characteristics for predicting household welfare. This has important implications for the
scalability of satellite-based poverty prediction, as individual building characteristics may be
easier to measure and update than regional features.
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4.3 Policy relevance

The findings have important implications for poverty alleviation strategies in rural Ethiopia
and potentially across sub-Saharan Africa. The consistently strong predictive power of
distance measures, particularly to urban areas and road infrastructure, supports the notion
that investments in rural connectivity could positively impact poverty reduction. The
effectiveness of simple building-level models suggests new possibilities for rapid poverty
assessment and programme targeting, especially in areas where detailed survey data are
unavailable. Moreover, the finding that regional characteristics better predict household
welfare than local features suggests that poverty alleviation strategies might be more
effective when designed and implemented at broader spatial scales. The methodology
developed here offers several practical approaches to poverty mapping, from simple
building-based assessments to comprehensive regional analysis, allowing for flexible and
cost-effective monitoring of rural poverty.
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