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Abstract

Satellite imagery and machine learning can predict local poverty with considerable cross-
sectional accuracy, but whether these methods can track welfare over time remains largely
untested. We provide a comprehensive first test using a true household panel: 1,787 rural
Ethiopian households observed with GPS coordinates across three survey rounds (2021,
2023, 2025), combined with time-varying geospatial features. The outcome is consumption
expenditure per adult equivalent. Cross-sectional models achieve cross-validated Spearman
rank correlations of 0.53-0.67 across rounds. First-difference models predicting
consumption changes based on changes in spatial features attain Spearman correlations of
0.27-0.43. A 10-kilometre scale explains roughly twice the variance of a 100-metre scale,
indicating that the temporal signal reflects area-wide trends rather than household-specific
trajectories. Cross-temporal models trained on one round maintain rank correlations of
0.36-0.44 in later rounds, even as point prediction accuracy deteriorates sharply. A village-
level decomposition reveals a consistent pattern: between-village Spearman correlations are
high (0.48-0.79), while within-village correlations hover near zero. Satellite-based models
thus reliably identify poor communities and this ranking is portable across time, but
predicting household-level dynamics and distinguishing the poorest individuals within
communities remains challenging.

Keywords: Ethiopia, panel data, spatial prediction models, consumption dynamics
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1 Introduction

A growing body of work demonstrates that satellite imagery and machine learning can
predict local-level poverty with considerable accuracy. Jean et al. (2016) show that features
extracted from daytime satellite images via transfer learning explain up to 75% of the
variation in consumption and asset wealth across five African countries. Yeh et al. (2020)
achieve similar performance for the Demographic and Health Survey (DHS) asset wealth
index across 23 countries using deep learning on publicly available multispectral imagery.
These methods have since been scaled: Chi et al. (2022) produce wealth estimates for 135
low- and middle-income countries at 2.4-kilometre resolution, and Lee and Braithwaite
(2022) generate high-resolution poverty maps across sub-Saharan Africa. The practical
value of such maps has increasingly been established. Smythe and Blumenstock (2022)
show that satellite-based poverty maps can improve geographic targeting of cash transfers
in Nigeria; Aiken et al. (2022) demonstrate targeting gains using phone data in Togo; and
Tennant et al. (2025) develop structural poverty estimates for four countries in eastern and
southern Africa, including Ethiopia.

However, three features of this literature limit what we know about whether satellite-based
methods can support poverty monitoring over time. First, the dominant approach predicts
the DHS asset wealth index, a composite of durable, spatially visible assets such as roofing
material and vehicle ownership. As Hall et al. (2023) document in a meta-analysis, studies
targeting asset-based measures achieve R? values roughly 17 percentage points higher than
those targeting consumption or income. This gap matters because consumption, which is
more volatile but also more responsive to shocks, seasons, and policy interventions, is
typically the welfare measure of greatest interest for social protection programmes. Second,
the few studies examining temporal prediction approximate panel data by matching nearby
DHS clusters across survey rounds (Yeh et al., 2020; Marty and Duhaut, 2024) or by feeding
multi-temporal imagery into recurrent networks (Pettersson et al., 2023). None tracks the
same households over time, bringing together spatial proximity with temporal continuity.
Third, validation in the cross-sectional literature occurs against cluster- or area-level
averages, leaving open the question whether models can rank households within
communities. Van der Weide et al. (2024) highlight this distinction in their comparison of
satellite-based and census-based poverty maps in Malawi, where the two approaches agree
at the level of assemblies of areas but diverge for specific small areas.

This paper addresses these gaps by extending satellite-based poverty prediction to a true
household panel. Using three rounds of survey data from rural Ethiopia (2021, 2023, 2025)
with precise GPS coordinates for a balanced panel of 1,787 households, we combine
household consumption data with time-varying geospatial features to examine three
questions:

© Data & Evidence to End Extreme Poverty 1
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1. Cross-sectional prediction by round: Does the predictive accuracy established in cross-
sectional studies hold consistently across different time periods, or does model
performance vary with survey timing and conditions?

2. Predicting consumption changes: Can temporal changes in spatial features predict
changes in household consumption? Which features and spatial scales are most
informative for predicting welfare dynamics rather than levels of welfare?

3. Cross-temporal prediction: Can a model trained on baseline data predict consumption in
subsequent years? How quickly does predictive accuracy degrade, and what does this
imply for the durability of geospatial targeting?

Throughout, we decompose predictive performance into between- and within-village
components to assess whether the models primarily rank communities or can also
distinguish households within them. The outcome variable is consumption expenditure per
adult equivalent, which is a harder but more policy-relevant prediction target. The predictor
set consists entirely of publicly available geospatial features: vegetation indices, nighttime
lights, building characteristics, elevation, and distance measures extracted at multiple
spatial scales. No survey-derived household characteristics are included in the models.

Our approach builds on previous cross-sectional work that established the predictive power
of multi-scale spatial features for consumption levels in this setting (Fisker, 2024). We
extend that framework by extracting time-varying spatial features for each survey round,
enabling prediction of consumption changes and evaluation of cross-temporal model
portability.

Cross-sectional models achieve Spearman rank correlations of 0.53-0.67 across the three
rounds, confirming that engineered geospatial features can rank rural Ethiopian households
by consumption with moderate accuracy. First-difference models, predicting consumption
changes based on changes in spatial features, attain Spearman correlations of 0.27-0.43,
with performance concentrated at the 10-kilometre scale, suggesting that the temporal
signal reflects area-wide trends in agricultural conditions and economic activity rather than
household-specific trajectories. Cross-temporal models trained on one round and applied to
a later round maintain rank correlations of 0.36—0.44, indicating that the ordinal ranking of
households is partially preserved even without retraining. Across all frameworks, the village
decomposition reveals a consistent pattern: between-village Spearman correlations are high
(0.48-0.79), while within-village correlations hover near zero. Satellite-based models reliably
identify poor communities, and this geographic ranking is reasonably portable across time.
However, predicting consumption changes at the household level and distinguishing the
poorest individuals within communities remains largely out of reach.

The remainder of the paper proceeds as follows. Section 2 describes the data sources.
Section 3 details the prediction methodology. Section 4 presents results. Section 5
discusses implications and limitations.

© Data & Evidence to End Extreme Poverty 2
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2 Data

2.1 Household survey

The primary data source is the Resilience to Climate Change (RCC) survey, a panel study
tracking rural households across Ethiopia conducted in 2021, 2023, and 2025. The original
sample comprised approximately 2,000 households across 40 woredas in six administrative
regions (Figure 1).

Figure 1: Geographic distribution of survey households
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Note: Each point represents a survey village. The sample spans 40 woredas across six administrative regions.
A key feature is the collection of precise GPS coordinates at each round. After excluding
households with GPS movements exceeding 5 kilometres between rounds, likely
representing relocations or data errors, the balanced panel comprises 1,787 households
observed in all three rounds.

2.2 Consumption and welfare dynamics

The outcome variable is the logarithm of real household consumption expenditure per adult
equivalent. The intra-class correlation is 0.41, indicating that approximately 59% of total
variance is within households across rounds, implying substantial scope for predicting
consumption dynamics.
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Figure 2 presents quintile transition matrices showing household mobility across the
consumption distribution. Persistence at the extremes is moderate: 42% of households in
the poorest quintile in round 1 remained there in round 2, while 49% of the richest quintile

persisted. Over the full period (R1 to R3), only 28% of households remained in their original

quintile, and 36% moved two or more quintiles. This mobility confirms that consumption
dynamics are economically meaningful.

Figure 2: Quintile transition matrices
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Note: Matrices show the percentage of households moving from origin quintile (rows) to destination quintile
(columns) for log real consumption per adult equivalent. Darker colours indicate higher percentages.

2.3 Geospatial data

We construct spatial features at three concentric scales around each household’s GPS
coordinates — 100-metre, 1-kilometre, and 10-kilometre circular buffers — capturing the
immediate surroundings, the local community, and the broader regional context. All time-
varying features are extracted independently for each survey round, enabling both the
prediction of consumption changes and the evaluation of cross-temporal model
performance.
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Table 1 summarises the full feature set and can be found at the end of this subsection;
Annex A provides details on data sources and processing.

Since spatial feature extraction is sensitive to GPS precision, we apply a two-stage
coordinate cleaning procedure. First, households whose coordinates shift by more than 5
kilometres across rounds are excluded (as described above). Second, for household-round
observations where no building is detected within 100 metres, we replace the recorded
coordinates with the household’s most precisely located coordinate from another round.
This affects 212 households, with a median displacement of approximately 50 metres;
details are provided in Annex B.

2.3.1 Building characteristics

Building features are derived from Google Open Buildings (GOB) (Sirko et al., 2021), which
provides machine learning-detected footprints for approximately 35 million structures in
Ethiopia. For each buffer zone, we extract building counts, total footprint area, and mean
building area as proxies for population density and settlement structure. We additionally
record the distance to, and the footprint area of, the nearest detected building. Since GOB
point-level data are only available for the most recent period, we use a calibration procedure
to obtain comparable features for earlier rounds from rasterised building presence tiles
(Annex C).

2.3.2 Vegetation, nighttime lights, and topography

Vegetation is measured using the Normalised Difference Vegetation Index (NDVI) from
Landsat 8 imagery at 30-metre resolution (Roy et al., 2014). For each round, we extract zonal
statistics from the growing season maximum NDVI of the year preceding the survey. Mean
NDVI is approximately 0.35 across rounds, consistent with the semi-arid to sub-humid agro-
ecology of the study regions.

Nighttime light intensity from Visible Infrared Imaging Radiometer (VIIRS) annual
composites (Elvidge et al., 2017) serves as a proxy for economic activity (Henderson et al.,
2012). Consistent with the rural character of the sample, detectable light emerges primarily
at the 10-kilometre scale, due to the fact that nearby towns contribute to the signal.

Topographic conditions are captured using the Shuttle Radar Topography Mission (SRTM)
digital elevation model at 30-metre resolution. The sample spans elevations from
approximately 435 to 3,333 metres. Elevation features are time-invariant.

2.3.3 Distance measures

We compute geodesic distances to the nearest urban agglomeration at three population
thresholds (10,000, 100,000, and 1,000,000 inhabitants) using the Africapolis dataset
(OECD/SWAC, 2020). Median distances are 9, 54, and 173 kilometres, respectively,
illustrating the spatial remoteness of the sample and the steep gradient in the accessibility
of larger urban centres.

© Data & Evidence to End Extreme Poverty 5
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Road distances to the nearest primary and residential road are computed from
OpenStreetMap (OSM) (OpenStreetMap contributors, 2023). We use a single snapshot
(2025) for all rounds, since year-to-year variation in OSM extracts for rural Ethiopia primarily
reflects improving digitisation coverage rather than actual infrastructure change. Median
distances are approximately 11 kilometres to primary roads and 3 kilometres to residential
roads.

2.3.4 Feature summary

The prediction models draw on 53 geospatial features per household-round observation. All
continuous features enter the models in both levels and natural logarithms.

© Data & Evidence to End Extreme Poverty
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Table 1: Geospatial features

Building density Count, total area, meanarea 100 m, 1 km, 10 km
Nearest building Distance, area Point
Vegetation NDVI mean, max, min, std 100 m, T km, 10 km

Radiance mean, max, sum,

Nighttime lights 100 m, 1 km, 10 km

median
Elevation Mean, std 100 m, 1 km, 10 km
Urban distance Dist. to city (=10 k, 100 k, T m) Point
Road distance Dist. to primary, residential Point

Yes
Yes
Yes

Yes

No
No
No

GOB
GOB
Landsat 8

VIIRS

SRTM
Africapolis
OSM

Notes: Buffer-based features are zonal statistics within circular buffers of the indicated radius. NDVI and
nighttime lights use data from the year preceding each survey round. All distance measures are time-invariant.

See Annex A for details.

© Data & Evidence to End Extreme Poverty
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3 Methods

We evaluate the predictive power of geospatial features for household consumption using
three complementary frameworks, each addressing a distinct research question. In all
cases, we use Random Forest (RF) regression and evaluate performance primarily through
the Spearman rank correlation coefficient, reflecting the applied motivation of poverty
targeting where correctly ranking households matters more than point prediction accuracy
(McBride and Nichols, 2016; Sohnesen and Stender, 2017). We additionally report R* and
root mean squared error (RMSE) as standard measures of predictive fit.

3.1 Prediction model

The outcome variable throughout is the natural logarithm of real household consumption
expenditure per adult equivalent, deflated using region-specific consumer price indices. The
predictor set consists of 53 geospatial features: the spatial variables described in Section
2.3 in both levels and natural logarithms. No survey-derived household characteristics are
included; the goal is to assess how much welfare information can be extracted from
remotely sensed data alone.

We use RF as the prediction algorithm, which accommodates non-linear relationships and
high-order interactions between spatial features without requiring functional form
assumptions (Sohnesen and Stender, 2017). For each model, we conduct a grid search over
RF hyperparameters (tree depth, number of estimators, minimum samples per leaf,
minimum samples per split, and feature subset rule) and cross-validation configurations,
selecting the combination that maximises out-of-sample Spearman correlation. All reported
performance metrics are out-of-sample: either from cross-validation within a given round or
from prediction on a temporally held-out round. Implementation details are provided in
Annex D.

3.2 Cross-sectional prediction

The first framework estimates a separate RF model for each survey round (t = 2021, 2023,
2025), predicting log consumption from contemporaneous spatial features:

InCy = fi(Xie) + ¢ (1)

where C;; is real consumption per adult equivalent for household i in round t, X;; is the
vector of spatial features, and f;(*) is the round-specific RF mapping. We evaluate model
performance using repeated random subsampling cross-validation (90/10 train/test splits).
Comparing performance across the three independently estimated models tests whether the
spatial-consumption relationship is stable over time (Research Question 1).

© Data & Evidence to End Extreme Poverty 8
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3.3 Predicting consumption changes

The second framework asks whether changes in spatial features can predict changes in
household consumption between survey rounds:

Aln Ci,t—>t’ = g(AXi,t—»t') + N (2)

where AlnC; ., is the change in log consumption between rounds t and t/, and AX; ;s is
the corresponding vector of feature changes. This specification differences out time-
invariant household and location characteristics, isolating the predictive content of temporal
variation in the spatial environment. We estimate models for three period pairs: 2021-2023,
2023-2025, and 2021-2025 (Research Question 2). Since several features are time-
invariant by construction (elevation, urban distances, road distances), their first differences
reflect only minor GPS coordinate variation across rounds and carry negligible predictive
information; the RF assigns these features near-zero importance, effectively excluding them.

3.4 Cross-temporal prediction

The third framework tests whether a model trained on one survey round can predict
consumption in a later round without retraining:

InCipr = fi(X;r) + & (3)

where f,() is the RF trained on round t data, applied to features from round t’. This directly
tests the temporal portability of the learned spatial-consumption relationship. We estimate
models for three train test pairs: 2021—2023, 2021—2025, and 2023—2025.
Hyperparameters are selected by cross-validation within the training round; the test round is
never used for model selection.

This framework has the most direct policy relevance: if cross-temporal models retain
adequate ranking accuracy, poverty maps can be updated using new satellite data without
requiring a new household survey (Research Question 3).

3.5 Elaborations

We conduct two additional analyses to characterise the nature and spatial resolution of the
predictive signal.

Between-village versus within-village prediction. To assess whether the models primarily
rank villages or rank households within villages, we decompose predictive performance
using village-level grouped cross-validation (GroupKFold with K = 5, where entire villages are
held out in each fold). We report separate Spearman correlations for village-mean predicted
versus actual consumption (between-village) and for within-village household rankings
(within-village). This decomposition is informative for targeting: between-village accuracy
supports geographic targeting of communities, while within-village accuracy supports
individual household targeting within communities.

© Data & Evidence to End Extreme Poverty 9
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Spatial scale. We re-estimate all models using features restricted to single buffer scales
(100 metres, 1 kilometre, or 10 kilometres, plus distance and elevation features which are
shared across scales) to assess which spatial resolution carries the most predictive
information. This informs both the mechanism underlying prediction, whether welfare
correlates with immediate surroundings or broader regional characteristics, and practical
decisions about the spatial resolution required for poverty mapping.

© Data & Evidence to End Extreme Poverty
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4 Results

4.1 Cross-sectional prediction

Table 2 reports out-of-sample performance for all prediction models. In the cross-sectional
framework, the RF achieves Spearman rank correlations of between 0.53 and 0.67 across
the three survey rounds, explaining 27-44% of the variance in log consumption.
Performance is broadly stable across rounds 1 and 3 (Spearman 0.63 and 0.67, R? of 0.38
and 0.44), but noticeably weaker in round 2 (Spearman 0.53, R? of 0.27). This dip is not
attributable to the geospatial features, which show no quality degradation in round 2, and we
explore potential explanations in Section 5.

Figure 3 plots predicted against actual log consumption for each round. The scatter around
the 45-degree line is substantial but symmetric, with no evidence of systematic bias at the
tails. The wider dispersion in round 2 is consistent with the lower R%.

Table2: Out-of-sample prediction performance

Round 1 (2021) 1,773 53 0.634 0.381 0.727

Cross-sectional Round 2 (2023) 1,761 53 0.527 0.267 0.680
Round 3 (2025) 1,776 53 0.674 0.437 0.632

A 2021-2023 1,757 47 0.269 0.065 0.841

First-difference A 2023-2025 1,764 47 0.428 0.214 0.772
A 2021-2025 1,756 47 0.423 0.269 0.814

Train 2021 — Test 2023 1,761 53 0.436 0.151 0.756

Cross-temporal Train 2021 — Test 2025 1,776 53 0.364 0.002 0.844
Train 2023 — Test 2025 1,776 53 0.390 0.027 0.834

Notes: All metrics are out-of-sample. Cross-sectional and first-difference models: repeated random subsampling
cross-validation (90/10 splits). Cross-temporal models: trained on the indicated round and evaluated on the test
round. Spearman = Spearman rank correlation. R? = coefficient of determination. RMSE = RMSE of log real
consumption per adult equivalent.

4.2 Predicting consumption changes

The first-difference models achieve Spearman correlations of 0.27-0.43, with R? values of
0.07-0.27 (Table 2). As expected, predicting consumption changes from feature changes is
substantially harder than predicting levels. The weakest performance is for the 2021-2023
period (Spearman 0.27), while the 2023-2025 and 2021-2025 models perform comparably
(Spearman 0.43 and 0.42). The stronger performance over longer time horizons likely
reflects the fact that permanent environmental changes accumulate and become more
detectable relative to transitory noise.

That the first-difference models achieve positive rank correlations is itself notable: it
demonstrates that temporal changes in the satellite-observable environment carry
information about household welfare dynamics, not merely about welfare levels.
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Figure 3: Actual versus predicted log consumption, cross-sectional models

Predicted In 0tt_cons
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L .

Note: Each panel shows in-sample predictions for one survey round. The dashed line indicates perfect prediction.
Out-of-sample performance metrics are reported in Table 2.

4.3 Cross-temporal prediction

The cross-temporal models yield Spearman correlations of 0.36—0.44 on the held-out test
rounds, but R? values collapse to near zero (0.00-0.15). This divergence reflects a shift in
the consumption distribution across rounds: mean log consumption rises from -1.44 in
round 1to -1.23 in round 3, so a model trained on earlier data systematically underpredicts
later consumption levels. However, the Spearman correlation, which is invariant to
monotonic transformations, shows that the rank ordering of households is partially
preserved. For poverty targeting applications, where the goal is to identify the poorest
households rather than to estimate their consumption precisely, this ranking performance is
the relevant metric.

Table 3 reports quintile classification accuracy for the cross-temporal models. The model
trained on 2021 data correctly classifies 32% of households into their exact consumption
quintile when applied to 2023 (versus 20% by random assignment), and 69% are placed
within one quintile of their actual position (versus 52% by random assignment).
Performance is strongest at the extremes: 38-46% of poorest-quintile (Q1) and richest-
quintile (Q5) households are correctly identified, consistent with the model most reliably
distinguishing the tails of the distribution.

Figure 4: Actual versus predicted log consumption, cross-temporal models

Actual vs Predicted - Train R1 (2021) -> Predict R2 (2023) Actual vs Predicted - Train R1 (2021) -> Predict R3 (2025) Actual vs Predicted - Train R2 (2023) -> Predict R3 (2025)
Test R°=0.151, Spearman=0.436 Test R7=0.002, Spearman=0.364 Test R7=0.027, Spearman=0.390
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© Data & Evidence to End Extreme Poverty 12



TRACKING WELFARE FROM SPACE: LONGITUDINAL EVIDENCE FROM RURAL ETHIOPIA

Note: Each panel shows test-round predictions from a model trained on a different round. The vertical
compression relative to Figure 3 reflects the model’s limited ability to track shifts in the consumption distribution,
while the positive slope indicates preserved rank ordering.

Table 3: Quintile classification accuracy, cross-temporal models

2021 2023 37.7% 67.7% 45.7% 69.6% 31.7% 68.5%
2021 2025 38.2% 60.7% 36.6% 67.6% 29.3% 66.6%
2023 2025 38.5% 64.0% 35.2% 64.8% 29.7% 67.3%
Random baseline 20.0% 52.0% 20.0% 52.0% 20.0% 52.0%

Notes: ‘Exact’ = household assigned to correct consumption quintile. ‘+1’ = assigned to correct quintile or an
adjacent one. Q1 = poorest 20%, Q5 = richest 20%. Quintile boundaries are defined within each round.

4.4 Between-village versus within-village prediction

Table 4 decomposes predictive performance into between-village and within-village
components using grouped cross-validation that holds out entire villages. The cross-
sectional models rank villages well: between-village Spearman correlations range from 0.63
to 0.79, indicating that the model reliably identifies which communities are poorer or
wealthier. Within-village performance is far weaker, with median Spearman correlations near
zero (0.00-0.14) and only 51-65% of villages showing a positive within-village correlation.

This decomposition reveals that the satellite-based models primarily capture location-level
welfare differences, driven by proximity to cities, regional vegetation, and elevation, rather
than distinguishing households within the same village. The pattern holds across all three
frameworks. For cross-temporal models, between-village Spearman remains high (0.48-
0.76) and, notably, the share of villages with positive within-village correlations is highest in
this framework (61-68%). This suggests that the rank ordering learned from one round
transfers somewhat better within villages than the cross-validated within-round estimates
would imply.

Table 4: Between-village and within-village prediction performance

Round 1 0.537 0.794 0.137 65% 119

Cross-sectional Round 2 0.349 0.633 0.097 63% 118
Round 3 0.503 0.725 0.002 51% 119

A 2021-2023 0.107 0.315 -0.018 47% 118

First-difference A 2023-2025 0.307 0.548 0.053 54% 118
A 2021-2025 0.192 0.255 0.029 53% 118

2021 — 2023 0.436 0.764 0.163 67% 118

Cross-temporal 2021 — 2025 0.364 0.483 0.139 68% 119
2023 — 2025 0.390 0.532 0.105 61% 119

Notes: Performance evaluated using GroupKFold cross-validation (K = 5) with 120 villages as groups. ‘Overall’ =
Spearman correlation across all out-of-fold households. ‘Between’ = Spearman correlation of village-mean
predicted versus actual consumption. ‘Within (med.)’ = median within-village Spearman correlation. ‘% positive’ =
share of villages with positive within-village Spearman. Cross-temporal models: hyperparameters selected by
GroupKFold CV within the training round; test-round predictions evaluated on the full test sample.
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4.5 Spatial scale

Re-estimating models at individual buffer scales reveals a clear pattern: for cross-sectional
models, performance is broadly similar across scales, with Spearman correlations varying
by less than 0.03 between the 100-metre and 10-kilometre specifications. In contrast, for
first-difference models, larger scales strongly dominate. The 10-kilometre models achieve
Spearman correlations approximately twice those of the 100-metre models (e.g. 0.43 versus
0.22 for the 2023-2025 period). This suggests that welfare changes are primarily
associated with shifts in the broader regional environment, agricultural conditions, and
settlement patterns across a wide area, rather than shifts in the immediate surroundings of
the household. For cross-temporal models, the 1-kilometre scale performs best on held-out
test rounds (Spearman 0.43-0.46 versus 0.35-0.45 at other scales), though differences are
modest. Full results are reported in Annex E.

4.6 Feature importance

Table 5 summarises the most important features across the cross-sectional and first-
difference models. In the cross-sectional framework, distance to cities is consistently the
most important feature group, with distance to cities of 100,000+ and 1,000,000+
inhabitants ranking in the top five across all three rounds. Mean NDVI at the 10-kilometre
scale, mean elevation, road distances, and mean building area at 10 kilometres are also
consistently prominent. The importance rankings are stable across rounds, reinforcing the
finding that the spatial-consumption relationship is structurally consistent over time.

The first-difference models present a markedly different importance profile. Distance and
elevation features, which are time-invariant, are absent, and the top features are instead
dominated by changes in NDVI at the 10-kilometre scale, changes in building counts, and
changes in nighttime light intensity. The single most important feature is the change in
mean NDVI within 10 kilometres.

Table 5: Top 10 features by impurity-based importance

1 Dist. city T m+ 1 Dist. city T m+ 1 Dist. city 100k+ 1 A NDVI mean 10 km
2 Dist. city 100k+ 2 NDVI mean 1 km 2 Dist. city T m+ 2 A Bldg count 10 km
3 NDVImean 10 km 3 NDVImean10km 3 Elevation 10 km 3 A NDVI max 10 km
4 Dist. primary road 4 Dist. city 100k+ 4 Bldg area 10 km 4 A NDVI std 10 km

5 Elevation 10 km 5 Dist. primaryroad 5 NDVI std 10 km 5 A NDVImean 1 km
6 NDVI std 10 km 6 Elevation 10 km 6 NDVImean 10km 6 A Bldg area 10 km
7 Bldg area 10 km 7 Bldg area 10 km 7 Elevation 100 m 7 ANTL max 10 km

8 Elevation 1 km 8 Max NDVI 10 km 8 Elevation 1 km 8 ANTL mean 10 km
9 NDVI min 10 km 9 Elev. std 100 m 9 Min NDVI 10 km 9 A NDVI min 10 km
10 Bldg count 10 km 10 Elev. std 1 km 10 NTL mean 10 km 10 ANTL sum 10 km

Notes: Impurity-based (Gini) importance from the fitted RF models. Level and log-transformed versions of the
same variable are collapsed; the rank reflects the higher-ranked variant. Cross-temporal model importances are
omitted as they are identical to the corresponding cross-sectional training-round importances. ‘Dist.’ = distance;
‘Bldg’ = building; ‘Elev.’ = elevation; ‘std’ = standard deviation. ‘FD’ = first-difference. ‘NTL = nighttime light.
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5 Discussion

5.1 Summary of findings

This paper provides, to our knowledge, the first test of satellite-based poverty prediction
using a true household panel. Cross-sectional models achieve Spearman correlations of
0.53-0.67 across the three survey rounds, confirming that engineered geospatial features,
without deep learning or high-resolution commercial imagery, can rank rural Ethiopian
households by consumption with moderate accuracy. First-difference models, which predict
consumption changes based on changes in spatial features, attain Spearman correlations of
0.27-0.43, with performance concentrated at the 10-kilometre scale. Cross-temporal
models, trained on one round and applied to a later round, maintain Spearman correlations
of 0.36-0.44 but exhibit substantial R>-compression, indicating that while ordinal rankings
transfer across time, the predicted consumption distribution shifts relative to actuals.
Across all frameworks, the village decomposition reveals a consistent pattern: between-
village Spearman correlations are high (0.48-0.79), while within-village correlations hover
near zero.

5.2 What the models capture and what they miss

The feature importance analysis and village decomposition together paint a clear picture of
what these models capture. The most influential features (distance to cities, regional NDVI,
elevation, road proximity, and building density) vary substantially between communities but
are largely homogeneous within them. Models trained on these features effectively identify
which areas are poor, but cannot distinguish the poorest household from its slightly better-
off neighbour within the same village.

This finding is consistent with cross-sectional studies that report strong aggregate-level
performance. Yeh et al. (2020) achieve up to 70% R? for the DHS asset wealth index across
23 African countries, but their unit of analysis is the survey cluster, an area containing
multiple households. Jean et al. (2016) report R? values up to 0.75, again at the cluster level.
Chi et al. (2022) and Lee and Braithwaite (2022) generate poverty maps at fine spatial
resolution for dozens of countries, but validation occurs against cluster-level averages. Our
between-village Spearman correlations of 0.63-0.79 for cross-sectional models are broadly
consistent with these results once one accounts for the difference in welfare measure
(asset indices versus consumption) and the fact that our ‘villages’ are smaller than DHS
clusters. The near-zero within-village performance, however, reveals a ceiling that aggregate
validation metrics obscure.

Van der Weide et al. (2024) provide perhaps the closest precedent for this finding.
Comparing remote-sensing-based poverty maps with census-based small area estimates in
Malawi, they show that the two approaches closely align at the level of assemblies of areas,
but diverge for specific small areas. Our decomposition extends this insight to the
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household level: the models reliably rank communities, but the household-level noise that
drives within-village variation lies beyond what spatial features can capture.

The first-difference results reinforce this interpretation. Predicting consumption changes is
substantially harder than predicting levels, with Spearman correlations roughly halved.
Crucially, the 10-kilometre scale dominates, explaining approximately twice the variance of
the 100-metre scale. This suggests that the temporal signal in spatial features reflects area-
wide trends (regional greening, urban expansion, infrastructure development) rather than
household-specific trajectories. The few existing studies on temporal prediction tell a similar
story. Marty and Duhaut (2024), covering 59 countries, report R? of just 4-17% for cluster-
level wealth changes, even while achieving 55% for levels. Wolk et al. (2023) classify village-
level consumption changes in Thailand and Vietnam using pixel-wise satellite differences,
obtaining F1 scores (the harmonic mean of precision and recall) of 59-63%, moderate
performance consistent with our finding that area-level temporal trends are partially
detectable but household-level dynamics are not.

A key distinction between our study and most temporal work in this literature is the welfare
measure. The dominant approach trains models on the DHS asset wealth index, which
captures durable, spatially visible assets, such as roofing material, building quality, and
vehicle ownership (Yeh et al., 2020; Pettersson et al., 2023; Marty and Duhaut, 2024). As Hall
et al. (2023) document in their meta-analysis, studies targeting asset-based (‘stock’)
measures achieve R? values roughly 17 percentage points higher than those targeting
consumption or income (‘flow’) measures. This gap reflects a fundamental asymmetry:
asset wealth is slow-moving and spatially correlated with visible infrastructure, making it
well-suited to satellite-based prediction; consumption is volatile, driven by harvest
outcomes, market prices, health shocks, and transfers, which leave little trace in remotely
sensed data. Our results (moderate cross-sectional accuracy, limited temporal prediction,
near-zero within-village signal) are consistent with this asymmetry and with consumption
being the harder but more policy-relevant target.

A second distinction is panel structure. Yeh et al. (2020) approximate temporal prediction by
matching nearby DHS clusters across survey rounds, and Marty and Duhaut (2024) similarly
match clusters within 10 kilometres. Neither tracks the same households over time,
conflating spatial proximity with temporal continuity. Pettersson et al. (2023) use multi-
temporal satellite imagery with recurrent Convolutional Neural Networks, achieving 72% R?
across held-out countries and 75% across held-out time spans, but again for the asset index,
at the cluster level, and without a true panel. Our balanced panel of 1,787 households with
GPS coordinates across three rounds eliminates this conflation and provides a direct test of
whether spatial features track welfare dynamics for the same individuals over time.

5.3 Round 2 performance

Round 2 (2023) consistently underperforms relative to rounds 1 and 3 across all
frameworks. Cross-sectional Spearman drops to 0.53 compared with 0.63 and 0.67 for
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rounds 1 and 3; first-difference and cross-temporal models involving round 2 are similarly
weaker. We tested whether this reflects differential conflict exposure, since the study period
coincides with the Tigray conflict and related instability. However, the conflict analysis in
Annex | finds no systematic relationship between conflict exposure and prediction residuals,
and, if anything, households in more conflict-affected areas have smaller residuals. The
most plausible explanation is variation in consumption data quality across rounds,
potentially related to differences in enumeration timing, fieldwork logistics, or respondent
reporting, which would introduce noise that is uncorrelated with spatial features. This
underscores a broader point: in consumption-based prediction, measurement error in the
outcome variable can be a binding constraint on model performance.

5.4 Implications for poverty targeting

Our results speak directly to the growing use of satellite-based poverty maps for targeting
social assistance. Smythe and Blumenstock (2022) demonstrate that machine learning
poverty maps can improve the geographic targeting of cash transfers in Nigeria, reducing
errors of exclusion and inclusion relative to survey-based approaches. Aiken et al. (2022)
show similar gains using phone data in Togo. Tennant et al. (2025) develop structural
poverty estimates for four countries in southern and eastern Africa, including Ethiopia, using
a two-step approach that maps satellite predictions to expenditure-based poverty lines.
These studies establish the value of geospatial targeting in practice.

Our findings provide a more granular assessment of where this value lies, and where it does
not, within a three-tier framework:

Geographic targeting: The strong between-village signal (Spearman 0.48-0.79) confirms
that satellite-based models can reliably identify poor communities. The cross-temporal
results add an important dimension: because between-village rankings are reasonably stable
over time, a poverty map constructed from baseline imagery can remain useful for
geographic targeting over a period of several years without requiring new survey data. This
is directly relevant for programmes like Ethiopia’s Productive Safety Net Programme that
target geographically and operate over multi-year cycles.

Household-level targeting: The near-zero within-village Spearman correlations indicate that
spatial features alone cannot identify which households within a community are poorest.
This is consistent with the literature on proxy means tests, which finds that intra-community
targeting requires household-level data (asset ownership, demographic composition, self-
reported income) that satellites cannot observe (Aiken et al., 2022). Our results suggest that
satellite-based maps should complement, not replace, community-based or survey-based
methods for individual household targeting.

Quintile classification as a screening tool: The cross-temporal quintile analysis offers a
practical middle ground. Exact Q1 classification accuracy of 30—32% (versus 20% random)
and Q141 accuracy of 55-60% suggest that satellite-based predictions can serve as an
initial screening tool, identifying households likely to be in the bottom two quintiles, with

© Data & Evidence to End Extreme Poverty 17



TRACKING WELFARE FROM SPACE: LONGITUDINAL EVIDENCE FROM RURAL ETHIOPIA

more intensive methods applied for final selection. This two-stage approach could
substantially reduce the cost of targeting in data-scarce settings.

5.5 Limitations

Several limitations should be noted. First, GPS measurement error introduces noise into all
spatial features, particularly at the 100-metre scale. We partially address this through
coordinate pinning, but residual error likely attenuates local-scale performance. Second, the
GOB calibration model, estimated from cross-sectional data, assumes temporal stability in
the relationship between building footprint area and roof characteristics. Third, our road
distance measures use a single OSM snapshot for all rounds, since apparent temporal
changes in OSM data reflect improved digitisation rather than actual infrastructure
construction. Fourth, consumption itself is measured with error, and as the round 2 analysis
suggests, this measurement error varies across survey rounds. Fifth, our sample covers
rural areas in a single country; generalisability to urban settings, other countries, or different
welfare measures remains to be tested. Finally, the impurity-based feature importance
measures used here reflect predictive association, not causal relationships: distance to
cities predicts consumption not because cities improve welfare but because proximity
correlates with market access, service provision, and economic opportunity.

5.6 Concluding remarks

The cross-sectional promise of satellite-based poverty prediction, that freely available
imagery can substitute for expensive household surveys, requires qualification when
extended to a longitudinal setting. Our results show that geospatial features reliably identify
poor communities and that this geographic ranking is reasonably portable across time,
supporting the use of satellite-derived poverty maps for geographic targeting over multi-year
programme cycles. However, predicting consumption changes at the household level
remains largely out of reach: the temporal signal is modest, concentrated at regional scales,
and driven by area-wide trends rather than household-specific trajectories. Within villages,
spatial features provide essentially no discriminatory power.

These findings do not diminish the value of satellite-based poverty mapping; geographic
targeting alone can substantially improve programme efficiency (Smythe and Blumenstock,
2022). However, they delineate its boundaries. For policies that require identifying the
poorest individuals within communities, or tracking household-level welfare dynamics over
time, complementary data sources remain essential. This paper’'s contribution is to provide
the first rigorous longitudinal evidence on where those boundaries lie, using the same
households observed repeatedly over five years.
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Annex A Geospatial data processing

This annex provides technical details on the construction of the geospatial features
described in Section 2.3.

A.1 Buffer construction

Circular buffers of 100 metres, 1 kilometre, and 10 kilometres are constructed around each
household’s GPS coordinates. To ensure metric accuracy, coordinates are first projected
from WGS84 (EPSG:4326) to the Universal Transverse Mercator Zone 37N (EPSG:32637)
projection before buffering. The resulting buffers are used for zonal statistics extraction
from raster datasets and for spatial joins with vector datasets.

A.2 NDVI

We use Landsat 8 Collection 2, Level 2 surface reflectance imagery at 30-metre resolution
(Roy et al., 2014). For each survey round, we compute pixel-wise maximum NDVI over the
preceding growing season (June—November), capturing peak vegetation greenness during
the main agricultural period. Cloud and cloud-shadow pixels are masked using the QA_PIXEL
quality band prior to compositing. Surveys conducted in February—March use NDVI from the
immediately preceding growing season: round 2021 uses NDVI from 2020, round 2023 from
2022, and round 2025 from 2024.

For each household-round observation, we extract mean, maximum, minimum, and standard
deviation of NDVI within each buffer. A small number of observations (8—21 per round) have
missing NDVI values due to persistent cloud cover; these are excluded from models that
require complete NDVI data.

A.3 Nighttime lights

We use annual composites from the VIIRS Suite Day/Night Band (VIIRS DNB) (Elvidge et al.,
2017). Specifically, we use the cloud-free average radiance composites (vemslcfg product)
from the year preceding each survey (2020, 2022, 2024). For each household-round
observation, we extract the mean, maximum, sum, and median radiance (nW/cm?/sr) within
each buffer.

At the 100-metre and 1-kilometre scales, over 75% of households register zero radiance in
all three rounds, reflecting the rural character of the sample. Meaningful variation in
nighttime lights emerges primarily at the 10-kilometre scale, due to the fact that nearby
towns contribute to the signal. Mean 10-kilometre radiance increases modestly across
rounds, from 0.037 nW/cm?/sr in 2020 to 0.069 nW/cm?/sr in 2024.
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A.4 Elevation

Topographic features are derived from the SRTM digital elevation model at 30-metre
resolution. We extract mean elevation and elevation standard deviation within each buffer.
These features are time-invariant and identical across survey rounds. Mean elevation in the
sample is approximately 2,005 metres at the 1-kilometre scale, with a standard deviation of
563 metres across households, reflecting the highland-dominated geography of the survey
regions.

A.5 Urban distances

Urban distances are computed using the Africapolis 2020 dataset (OECD/SWAC, 2020),
which delineates built-up agglomerations across Africa with associated population
estimates. We filter to Ethiopian agglomerations and compute haversine (great-circle)
distances from each household to the nearest city centroid at three population thresholds.
The dataset identifies 510 agglomerations with at least 10,000 inhabitants, 25 with at least
100,000, and 3 with at least 1,000,000. Urban distances are treated as time-invariant since
only a single cross-section of the Africapolis data is available.

A.6 Road distances

Road distances are computed using OSM data obtained from Geofabrik extracts
(OpenStreetMap contributors, 2023). Two distance features are constructed: distance to the
nearest primary road (including trunk roads) and distance to the nearest residential road.
Distances are computed as Euclidean distances in UTM 37N projected coordinates.

We use a single OSM snapshot (2025) for all survey rounds. Year-specific OSM extracts
show implausible declines in road distances over time; for instance, mean distance to
residential roads approximately halves between the 2021 and 2025 extracts. Since roads are
rarely decommissioned, this pattern reflects the rapid expansion of volunteer digitisation
coverage in OSM rather than actual infrastructure construction. Using the most complete
snapshot for all rounds avoids introducing this measurement artefact into the time-varying
feature set, at the cost of potentially attributing recently constructed roads to earlier periods.
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Annex B GPS coordinate pinning

Household GPS coordinates in panel surveys are subject to measurement errors that vary
across rounds, as enumerators re-record locations at each visit. While a 5-kilometre
displacement threshold removes the most severe cases (excluding 177 households),
smaller errors of tens to hundreds of metres can still affect local feature extraction,
particularly at the 100-metre buffer scale.

We exploit the GOB dataset to identify and correct problematic coordinates. For each
household-round observation, we compute the distance to the nearest detected building.
Since interviews take place in the household dwelling, large distances suggest GPS errors
rather than genuine remoteness from built structures. We flag observations where the
nearest building is more than 100 metres away: 111 observations in round 1, 77 in round 2,
and 100 in round 3.

For each household, we select a ‘best’ coordinate, defined as the round in which the distance
to the nearest building is smallest, with the most recent round used as a tiebreaker. The
source round distribution is roughly even: 579 households draw their best coordinate from
round 1, 603 from round 2, and 605 from round 3. For flagged observations, the recorded
coordinates are replaced with the best coordinate; unflagged observations retain their
original round-specific coordinates.

This procedure affects 212 unique households across 288 observations. Displacement
statistics for affected observations are shown in Table 6:

Table 6: GPS coordinate pinning

Observations pinned 111 77 100
Median displacement (m) 64 46 42
Mean displacement (m) 512 368 395
Max displacement (m) 4,898 4,627 4,538

After pinning, the number of observations with no detected building within 100 metres falls
from 77-111 per round to 23 across all rounds. These 23 households likely reside in
dwellings constructed from materials that the GOB detection algorithm does not reliably
identify, such as small traditional structures with low contrast against the surrounding
terrain.

As a validation check, the share of households matching to the same nearest building
across consecutive rounds increases from 25% (rounds 1-2) to 33% (rounds 2-3), before
pinning to a higher consistency after coordinate correction, and the maximum nearest-
building distance drops from over 3,000 metres to 657 metres.
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Annex C GOB calibration

GOB data are available in two formats: point-level data providing individual building
centroids and footprint areas, and rasterised presence tiles indicating building detection at

the pixel level. Point-level data are available for 2025 (from the GOB v3 2026 release) but not

for earlier years in our study area. For 2021 and 2023, only rasterised tiles are available (13
tiles covering the study area in each period). We develop a calibration approach that maps
raster-derived summary statistics to point-based building counts and areas, ensuring
comparability across rounds.

C.1 Calibration procedure

0

The calibration exploits an overlap period in which both formats are available: GOB v3 point
data from the 2024 release and rasterised tiles from 2023. For each of the 1,786 households

observed in round 2, we extract two parallel sets of features:

1. Point-based features (GOB 2024 points): building count (n), total footprint area (Aipta:)
and mean building area (A) within each buffer zone.

2. Raster-based features (GOB 2023 tiles): mean fractional building count and mean
building presence probability within each buffer zone.

For each buffer scale s € {100 m, 1 km, 10 km}, we fit two ordinary least squares (OLS)
regressions:

ng = By + B - frac_count + B, - presenceg + & 4)
A¢otals = Yo +v1 - frac_count; + y, - presenceg + 1 (5)

where frac_count, is the mean fractional building count and presence, is the mean building
presence probability within the buffer, both derived from the rasterised tiles. Mean building
area is then computed as A, = Acorar, s/

C.2 Calibration results

1
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Table 7 reports the calibration model fit. R? values range from 0.87 to 0.98, with
performance generally increasing at larger buffer scales where pixel-level noise averages
out. The strong fit at the 1-kilometre and 10-kilometre scales provides confidence that the
calibrated features are comparable across rounds.
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Table 7:  GOB raster-to-point calibration model fit

100 m Building count 0.913 23.2
100 m Total area (m?) 0.932 1,281

1 km Building count 0.966 627

1 km Total area (m?) 0.975 36,703
10 km Building count 0.871 35,566
10 km Total area (m?) 0.897 2,160,220

Notes: N = 1,786 households. Calibration models are OLS regressions of point-based building features (GOB v3
2024 points) on raster-derived features (GOB 2023 tiles). The fitted models are applied to 2021 and 2023 raster
tiles to obtain comparable building features across all three survey rounds.

The calibrated 2021 and 2023 features are obtained by applying the fitted coefficients from
equations (4) and (5) to the raster-based predictors extracted from the respective year's
tiles. This assumes a stable relationship between raster-derived summary statistics and
underlying building characteristics across the 2021-2024 period. This is reasonable given
that the GOB detection algorithm did not change fundamentally between releases, though
incremental improvements in detection accuracy may introduce minor inconsistencies.
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Annex D Model implementation details

D.1  RF specification

All models use the scikit-learn RF regressor. For the cross-sectional and first-difference
models, we conduct a grid search over 288 parameter combinations: 72 RF configurations
(tree depth € {10, 20}; number of estimators € {100, 200, 300}; maximum features per split €
{Vp, log, p}; minimum samples per leaf € {5, 8}; minimum samples per split € {4, 6}) crossed
with four cross-validation configurations (five or 10 repeated random 90/10 train/test splits,
with two random seeds). The combination maximising mean out-of-fold Spearman
correlation is selected.

For the cross-temporal models, a reduced grid of eight RF configurations is searched within
the training round, since the test round is entirely held out and not used for model selection.

Model performance is robust to hyperparameter choices within the searched range: the top
five configurations for each model typically differ by less than 0.01 in cross-validated
Spearman correlation.

D.2 Handling of missing values

A small number of household-round observations have missing NDVI features due to

persistent cloud cover (8—-21 per round). These observations are excluded from models
requiring complete predictor sets. The effective sample sizes are approximately 1,760—
1,780 per round for cross-sectional models and 1,756-1,764 for first-difference models.

D.3 Feature importance

Feature importance is measured using the impurity-based (Gini) importance from the fitted
RF models. While impurity-based importance can be biased towards continuous features
with many unique values, this concern is mitigated in our setting, where all predictors are
continuous spatial variables measured on similar scales.
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Annex E Scale comparison results

Table 8 reports prediction performance when models are estimated using features from a
single buffer scale (100 metres, 1 kilometres, or 10 kilometres), plus distance and elevation
features which are shared across all specifications. Each scale-specific model uses 31
features, compared to 53 in the full multi-scale models reported in Table 2.

Table 8: Prediction performance by spatial scale

Round 1 0.605 0.357 0.615 0.375 0.629 0.390
Cross-sectional Round 2 0.455 0.202 0.466 0.216 0.464 0.209
Round 3 0.659 0.419 0.656 0.418 0.654 0.417

A 2021-2023 0.057 -0.004 0.167 0.030 0.259 0.066
First-difference A 2023-2025 0.222 0.061 0.305 0.134 0.427 0.229
A 2021-2025 0.203 0.084 0.296 0.160 0.399 0.275
2021 — 2023 0.454 0.154 0.462 0.172 0.443 0.156
2021 — 2025 0.392 -0.030 0.395 -0.015 0.351 -0.036

2023 — 2025 0.408 0.033 0.425 0.044 0.401 0.052

Notes: Each specification uses features from a single buffer scale (31 features) plus shared distance and
elevation features, compared to the full model (53 features) in Table 2. Cross-sectional and first-difference:
cross-validation metrics. Cross-temporal: test-round metrics. Spearman = Spearman rank correlation. R? =
coefficient of determination.

Cross-temporal
(test)

For cross-sectional models, scale choice has little impact: the best-performing scale varies
across rounds (10 kilometres in round 1, 1 kilometre in round 2, 100 metres in round 3), with
differences of less than 0.03 in the Spearman correlation. This suggests that the cross-
sectional signal is driven primarily by distance and elevation features, which are shared
across specifications, supplemented by vegetation, building, and nighttime light information
that is similarly informative regardless of the radius at which it is measured.

For first-difference models, the 10-kilometre scale consistently and substantially
outperforms smaller scales. In the 2021-2023 period, the 100-metre model achieves a
Spearman correlation of just 0.06, barely distinguishable from zero, while the 10-kilometre
model reaches 0.26. The pattern is similar for other periods. This indicates that
consumption changes are associated with broad shifts in the surrounding landscape rather
than with changes in the household's immediate environment.

Cross-temporal test performance is highest at the 1-kilometre scale for all three train-test
pairs, though the margin over 100 metres is small (0.01-0.02 in Spearman). The 10-
kilometre scale performs slightly worse on held-out rounds despite performing comparably
or better within-round, suggesting that 10-kilometre features may capture round-specific
regional patterns that transfer less well across time.
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Annex F Additional cross-sectional results

F.1  Learning curves

Figure 5: Learning curves for cross-sectional models
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Note: Each panel shows training and validation performance as a function of sample size for one survey round.
In all three rounds, both training and validation performance plateau by approximately 1,000
observations, suggesting that the sample size of roughly 1,770 households per round is
adequate and that additional data would yield diminishing returns. The gap between training
and validation performance indicates moderate overfitting, which is typical for RF models
with flexible hyperparameters.

F.2  Within-village Spearman distributions

Figure 6: Distribution of within-village Spearman rank correlations, cross-sectional models
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Note: Each observation is one village; correlations are computed between predicted and actual log consumption
among households within the village. Dashed vertical line indicates zero.

The distributions are centred near zero and approximately symmetric, confirming that the
weak median within-village performance reported in Table 4 reflects a genuinely diffuse
signal rather than a few poorly predicted villages pulling down an otherwise strong result.
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Annex G Additional first-difference results

Figure 7 plots predicted against actual consumption changes for the three first-difference
models. The 2021-2023 model (left panel) shows substantial scatter with a weak positive
relationship, consistent with its low Spearman correlation of 0.27. The 2023-2025 and
2021-2025 models (centre and right panels) display a clearer positive relationship, though
with considerable noise.

Figure 7: Actual versus predicted changes in log consumption, first-difference models
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Note: Left: 2021-2023. Centre: 2023-2025. Right: 2021-2025. The dashed line indicates perfect prediction.
Figure 8 shows learning curves for the first-difference models. The training-validation gap is
larger than in the cross-sectional setting, consistent with the lower signal-to-noise ratio
when predicting changes rather than levels.

Figure 8: Learning curves for first-difference models
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Note: Left: 2021-2023. Centre: 2023-2025. Right: 2021-2025.
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Annex H Additional cross-temporal results

H.1 Quintile classification heatmaps

Figure 9 displays the full quintile confusion matrices for the cross-temporal models.
Diagonal concentration indicates correct classification; the matrices confirm that
misclassification is most common between adjacent quintiles and that the model performs
best at the extremes (Q1 and Q5).

Figure 9: Quintile classification heatmaps, cross-temporal models
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Note: Rows = actual quintile, columns = predicted quintile (Q1 = poorest). Darker cells indicate higher
classification frequency. Left: train 2021, test 2023. Centre: train 2021, test 2025. Right: train 2023, test 2025.

H.2 Within-village Spearman distributions

Figure 10 shows the distribution of within-village Spearman correlations for the cross-
temporal models. Compared to the cross-sectional distributions (Figure 6), the cross-
temporal distributions are shifted slightly rightwards, consistent with the higher share of
villages showing positive within-village correlations reported in Table 4.

Figure 10: Distribution of within-village Spearman rank correlations, cross-temporal models
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Note: Each observation is one village. Dashed vertical line indicates zero.
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Annex | Conflict exposure analysis

To investigate whether armed conflict contributes to the weaker prediction performance in
round 2, we link household locations to violent events from the Armed Conflict Location and
Event Data Project (ACLED) within a 50-kilometre radius during the six months preceding
each survey round. Table summarises conflict exposure across rounds.

Table 9: Conflict exposure by survey round

Round 1 (2021) 2.6 1 58.5% 16.9 1 1,786
Round 2 (2023) 5.0 1 61.2% 10.8 1 1,787
Round 3 (2025) 18.2 6 84.2% 58.2 10 1,787

Notes: Violent events include battles, violence against civilians, explosions/remote violence, and riots from
ACLED. ‘Exposed’ = at least one violent event within 50 km during the six months preceding the survey. Temporal
windows: Round 1 (August 2020-February 2021), round 2 (August 2022~February 2023), round 3 (September
2024~-February 2025).

Conflict exposure increases substantially across rounds, with round 3 rather than round 2
exhibiting the highest exposure levels. If conflict disrupted the spatial-consumption
relationship, we would expect larger prediction residuals in conflict-affected areas. We test
this by correlating the absolute value of out-of-fold prediction residuals with conflict event
counts and by comparing mean absolute residuals between exposed and unexposed
households.

The results do not support a conflict-based explanation for round 2's weaker performance.
Spearman correlations between conflict exposure and absolute residuals are small and
negative (-0.08 in rounds 1 and 3, -0.02 in round 2), indicating that conflict-exposed
households are, if anything, slightly easier to predict. Mean absolute residuals are similar for
exposed and unexposed groups in all rounds, with no statistically significant difference in
round 2 (p = 0.96). Subgroup analyses comparing model performance for exposed versus
unexposed households yield similar conclusions: the exposed-unexposed gap in cross-
validated Spearman correlation is largest in round 1 (0.56 vs. 0.69), not round 2 (0.45 vs.
0.49).
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